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� Introduccion

Prologo

Este documento es una breve introduccion a  TCP/IP.  Esto no tiene el proposito de ser una completa descripcion. Tan solo da una idea rasonable de los protocolos TCP/IP. Si desea conocer los detallles, el lector tendra que leer los estandares. A traves del texto, el lector encontrara las referencias a dichos estandares como RFCs ( en la seccion de Documentacion en el primer capitulo se explica RFCs).



Hacer posible la comunicacion entre sistemas de computacion, implica establecer convenciones entre dichos sistemas de manera que entiendan mutuamente las senales  y mensajes que se desean comunicar.  Las convenciones, reglas y acuerdos relacinados con comunicacion entre computadores se conoce como protocolos de comunicacion.

TCP/IP (Transmission Control Protocol/Internet Protocol) asegura el intercambio efectivo de datos. TCP/IP, es un conjunto de protocolos comunes de comunicacion usado en muchos tipos de Computadores.

Que es TCP/IP?

TCP/IP es uno de varios conjuntos de protocolos de comunicacion de sistemas de computacion.  Pero, a diferencia de otros protocolos, TCP/IP fue disenado para construir redes abiertas de sistemas, de tal forma que computadores de varios fabricantes ( es decir incompatibles entre si ) se puedan comunicar. 

TCP/IP fue desarrollado por una comunidad de investigadores centrados alrrededor de ARPAnet (Defense Advanced Research Projects Agency Network).

La motivacion para construir TCP/IP, como parece ser una constante en el desarrollo tecnologico de la humanidad, esta ligada a los objetivos militares. No es raro nombrar ARPA, pues fue en su momento fue investigacion militar norteamericana.  En una guerra, en 1975, debia asegurarse que los sistemas de la Fuerza Aerea y la Armada y la Fuerza Naval  junto con la casa blanca, se pudiera comunicar, a pesar de usar sistemas operativos diferentes (en ese tiempo eran maquinas DEC, IBM y UNISYS).  ARPAnet, fue la primer red TCP/IP, pero en 1987, ya habian mas de 130 fabricantes que tenian productos que soportaban TCP/IP.

TCP/IP fue disenado para ser robusto y recuperarse automaticamente de cualquier falla en la red global (por un ataque militar o simplemente una falla tecnica).  Fue asi como se permitio el crecimietno de la red a traves muchas LANs, constituyendose en un gigantesco sistema distribuido, en el cual un nodo se conecta a una LAN y luego TCP/IP la une al resto del mundo.

Entonces, se dice que TCP/IP tiene la caracteristica clave de Internetworking, que  indica la propiedad de permitir conectar (bastantes) redes de computadores anteriormente aisladas, de una forma transparente para los procesos en la capa de aplicacion y finalmente para los usuarios de las redes amplias. 

Desde otro angulo, TCP/IP se considera tambien como un mecanismo de comunicacion entre procesos (IPC) ya que estos protocolos soportan la comunicacion de procesos  (aplicacion ejecutandose en el ambiente que ofrece el sistema operativo)

Hablar de TCP/IP implica hablar de Internet, pues esta gigantesca red, esta construida precisamente con el conjunto de protocolos que se denomica TCP/IP. Es por eso que antes que estudiar Internet, es conveniente que los ingenieros en computacion estudien TCP/IP.

Algunas redes famosas en la historia de Internet son:



ARPANET	Defense Advanced Research Projects Agency (DARPA, formalmente llamada ARPA)

MILNET	Department of Defense Network (originalmente parte de ARPANET).

NSFnet	Coleccion de redes de la: National Science Foundation)

CSNET     	Computer Science NETwork ( fundada por la National Science Foundation)

Cypress Net	Accesso de bajo costo y volumen a Internet para pequenas companias. Localizad en  la Universidad de Purdue.

TCP/IP significa:  Transmission Control Protocol mientras que  IP siginifica Internet Protocol. Esto es simplemente los protocolos a nivel de transporte y enrutamiento respectivamente.  Mas adelante se explicara con detallle. (ojo, TCP e IP son un par de muchos mas protocolos de esta familia que se resolvio denominar Protocolos TPC/IP).

TCP/IP, comenzo siendo parte estandar de UNIX, en las versiones 4.2 y 4.3 de Berkeley ( BSD UNIX), luego sucedio lo mismo para el sistema V y finalmente, los demas fabricantes, implementarion TCP/IP

Resumiendo, la tecnologia TCP/IP, se refiere a un conjunto de standares de redes que especifican detalles de la forma en que los computadores de diferentes fabricantes se comunican, asi como tambien un conjunto de convenciones para interconectar redes y enrutar trafico.

Superautopista de informacion

TCP/IP esta estandarizada sobre las redes LAN. Pero no es lo unico que debemos conocer,  hay otros estandares que existen y necesariamente conviven con TCP/IP, por ejemplo, las redes SNA de IMB de grandes companias, las empresas telefonicas que se se estandarizaron en X.25, la repentina explosion de microprocesadores de alta velocidad, la fibra optica (FDDI), el modo de transmosion asincronico (ATM), y ultimamente, TV cable.  La interconeccion de esta diversidad de tecnologias es lo que lleva a la idea de superautopista de informacion o SuperHighWay.  Ojo, Interent no es tecnicamente una superautopista de informacion , es mas o menos un inicio.

El diseno original de TCP/IP como red de redes se acomoda suavemente a la incierta tecnologia actual.  Los paquetes de TCP/IP,pueden ser enviados a traves de LANs o tambien dentro de redes corporativas internas como SNA , o enviarlo a traves de TV clabe. Concretamente,  maquinas conectadas a cualquiera de estos sistemas, pueden comunicarse a cualquier otra red atraves de Gateways proporcionados por los respectivos fabricantes. 

Sistemas Abiertos

Fundamentos

TCP/IP hace posible la interconeccion abierta de sistemas, es decir que los procesos que requieren servicios de comunicacion desconocen los detalles de bajo nivel en comunicacion de datos, gracias a la habilidad de TCP/IP de esconder dichos detalles.   Esta idea, explica  su arquitectura. 

Desde el punto de vista de distribucion de sistemas , se vera claramente que el esquema cliente/servidor es fundamental en TCP/IP, y desde el punto de modularidad y estandarizacion de tareas, se vera como una serie de capas similares a las capas del Modelo OSI de la ISO.

Antes de continuar con el modelo OSI, es necesario concentrar la atencion en lo que son los siistemas abiertos.  Desde el punto de vista de resdes de computadores, un sistema (de redes) abierto, es aquel para el cual su arquitectura es completamente conocida contrario a los sistemas propietarios, cuyas especificaciones solos las conoce el fabricante.   Este hecho tan sencillo, resulta ser la clave de la difusion y empleo de los protocolos TCP/IP en todo el mundo.   Una vez conocidas las especificaiones tecnicas de los protocolos, solo queda dar el paso de la implementacion de dichos protocolos por parte de cada frabricante de sistemas de computacion.     La consecuencia, es una gran cantidad de productos de computacion tanto software como hardware que hace posible la compatibilidad de transferencia de mensajes entre ellos, es decir de las redes gigantescas como es INTERNET.

Terminologia y algunos conceptos

Ya hablamos de TPCP/IP y el modelo OSI, es mejor dejar claro algunos terminos, para seguir estudiando con cierta profundica la familia de protocolos TCP/IP

Datagrama:  es una coleccion de datos que es enviado en un solo mensaje

Paquetes:  Referencia generica a cualquier grupo de datos enpaquetados junto con informacion de control de comunicaciones.    Para una capa en particular, los datos a enviar hacia el nivel inferior, junto con informacion de control, se constituye en su propio paquete.



|<---------------------�--------------  PAQUETE--N  --------------�------------------------------->|��datos de control� datos a enviar �mas datos de control��

Entidades: se refiere a las rutinas activas en una capa particular. Ojo, no todas las rutinas de una capa estan activas en un tiempo determinado, asi que entidades, son tareas ejecutandose en una capa. En realidad, entidad equivale a un proceso, modulo o tarea, pero para evitar confusiones, se adopto este otro termino.



Notacion N:  N es una de las 7 capas del modelo OSI.    Sean N el mas inferior,   N+7 sera el nivel mas superior.     En los modelos de capas, solo es permitido enviar paquetes entre capas adyacentes, es decir:

	N ---->   N+1		

significa que N solamente puede enviar paquetes al nivel inmediatamente superior y no saltarse por varios niveles hasta alcanzar directamente el primer nivel mas superior.

y          N-1 <------  N

es similar al caso anterior con la diferencia de que la comunioacion cambia de sentido, desde N haci el nivel inmediatamente inferior.

Funcniones N Se refiere a las tareas ( funciones ) que hace una capa.    Es casi un sinonimo de entidades.   

Facilidades N :  Es el conjunto de servicios que una capa N ofrece a la capa inmediatamente superior, es decir N+1.

Ejemplo, la capa de enlace de datos de una comunicacion asincrona,  podra ofrecer cosas como por ejemplo:

	enviar_caracter();

	enviar_string();

Estso servicios los ofrece la capa N ( Enlace de Datos ) unicamente para la capa N+1 (Red)

Servicio N;  Nombre del conjunto de facilidades N que ofrece la capa N.  Puede verse como la funcion principal de una capa.  Por ejemplo, el servicio N+3 (siendo N la capa fisica), es simplemente tareas de enrutamiento. (capa de Red) compuesta por varias facilidades N+3 como: direccionamiento, algoritmos de enrutamiento estaticos y dinamicos, etc

Encapsulacion: es la adicion de informacion de control a un grupo de datos. La informacion de control se refiere a direccionamiento, identificaicion del segmentto de datos, sumas de verificacion, etc.

Conexion:  Proceso mediante el cual dos partes se comunicaon.  Este proceso, involucra tres fases que son:  establecimiento, transferencia de datos y terminacion.

Primitivas de servicio: acciones que ocurren en la interfaz de comunicacion entre capas N y N-1.    La comunicacion entre dos capas del mismo nivel ( N ----N` ) se lleva a cabo por una serie de acciones entre capas intermedias , en lugar de hacer una coneccion directa.

Solicitud	:N  envia solitud de comunicacion  (N--N`)  hacia N-1

Indicacion 	:N-1 re-acciona transfiriendo la solicitud de N-1 hacia N`

Respuesta 	:N` despues de recibir la indicacion, envia respuesta ( para N ) hacia N-1

Confirmacion	:N-1 despues de recibir respuesta, la transfiere hacia N, cerrando el ciclo.



Ejemplo:  Hay dos aplicaciones Ay B.  A desea comunicarse con B, entonces, la secuencia de acciones correspondientes al servicio confirmado son:

1. La capa de aplicacion de A envia Solicitud hacia la capa de sesion A.  

2. La capa de sesion de A envia la senal de indicacion hacia la capa de aplicacion de B. ( oviamente se haria confuso si se explica la secuencia completa por todas las capas hasta llegar al nivel fisico de A , luego el nivel fisico de  B y describir las senales hacia los nivels superiores de B hasta lacanzar el nivel de sesion de B.  por ahora, se asume que los niveles inferioes este metodo de comunicacion recursivamente)

3. Gracias a las acciones de las capas inferiores, la capa de sesion de B recibe con el tiempo la senal de indicacion envia por su companera ( sesion A ). y  reacciona transfiriendola hacia el nivel de aplicacion B.   La aplicacion B acepta la coneccion y responde enviando senal de respuesta hacia la capa de sesion B.

4.  La capa de sesion de B transfiere la senal de respuesta hacia su companera ( sesion A ) por intermedio de los niveles inferiores.   Cuando la capa de sesion de A, recibe en el tiempo la respuesta proveniente de los niveles inferiores, este reacciona enviando una confirmacion hacia arriba, es decir capa de aplicacion A cerrando el ciclo.

�Despues de esto es muy sencillo entender el servicio confirmado y el servicio no-confirmado que se puede dar en los protocolos de comunicacion.

El servicio no-confirmado, consiste en que solo fluyen senales de solitud e indicacion,  mientras que en el servicio confirmado, ademas de de estas senales, fluyen las de respuesta y confirmacion.

Modos de coneccion:

Segun el modelo OSI, las comunicaciones del tipo servicio confirmado se denomina comunicacion orientada a la conexion (connection oriented),  despues de todo, ambas partes conocen el estado de la conexion desde que se inicia hasta que se termina. Mientras que las comunicaciones del tipo de servicio no confirmado, se denominan,  comunicacion sin conexion (connectionless).   En este modo de coneccion, al no existir confirmacion, el emisor nunca tendra mayor certeza de exito de comunicacion que la que tiene el otro modo (ejemplo, el correo).



Fragmentacion de datos:

Transmitir un archivo de datos del orden  de los MegaBytes entre computadores situados en ciudades diferentes, solo es posible a traves del envio secuencial de pequenos fragmentos.

Alrrededor de la fragmentacion de datos, existen varios conceptos como:

Unidad de Datos de servicio N (N-SDU): Son las unidades individuales de datos intercambiados en un punto de acceso de servicio N.   En otras palabras, N-SDU son los datos intercambiados entre capas.

Unidad de Dtos de protocolo N (N-PDU): Son los datos analogos entre dos maquinas.

Segmentacion: es el proceso de dividir una unidad de datos de servicio N  (N-SDU) en varias unidades de protocolos N   (N-PDU). 

� INCRUSTAR Word.Picture.6  ���

Reensamble: es la operacion inversa a a la segmentacion.  Es decri, la combinacion de varias N-PDU en una sola N-SDU.

� INCRUSTAR Word.Picture.6  ���

Ablocarmiento: es combinar varias SDU ( de varios servicios ) en una PDU mayor dentr de la misma capa en la cual se originaron.

� INCRUSTAR Word.Picture.6  ���

Desablocamiento: operacion iversa al ablocamiento. es decir, la divison de un PDU en vairas SDU en ela misma capa.

� INCRUSTAR Word.Picture.6  ���

Concatenacion:es la combinacion varias N-PDUs de la capa superior siguiente en una SDU. Es un ablocamiento pero en el limiete de dos capas.

� INCRUSTAR Word.Picture.6  ���

Separacion: operacion inversa a al concatenacion. Es la division de una SDU en varias PDUs para la siguiente capa superior. Es un desablocamiento pero en  el limite etre dos capas.

� INCRUSTAR Word.Picture.6  ���



Sobre las conecciones, se habla de:

Multiplexar: cuando una conexion en la siguiente capa inferior (N-1), soporta varias conecciones de la capa anterior (N)  El sentido de l, fluo de datos es N-->N-1   es decir, bajando por la torre OSI.

	

Demultiplexar: lo contrario a multiplexar, es decir que la conexion en una capa (N) se divied en varias conexiones para la capa superior ( N+1). El sentido del flujo es subiendo,  N-->N+1

Dividir: consiste en una conexion en una capa N que se soporta en vairas conexiones de la capa inferior (N-1) 

Recombinar: Se combinan varias conexiones de una capa N en una sola para la capa superior (N+1)

MODELO cliente/servidor

Cliente/Servidor

Anteriormente, los sistemas de computacion, atendian diversas solicitudes de servicios originadas por los usuarios. Entonces, estos sistemas eran complejos, pues debian incluir todo el software necesario para atender estos servicios.   A medida que crecian los servicios, se necesita una maquina mas poderosa.    Era el tiempo de los sistemas multiusuarios de tiempo compartido. Sistemas centralizados que hacia de todo.

Claro, esto debia tener un limite y este se alcanzo.

Surgio la idea de sistemas colaborativos, es decir computadores que se ayudan entre si, dividiendo tareas entre ellos......(periodo de division del trabajo en computadores??)

Las maquinas, se especializaron en llamados servidores de datos, de comunicaciones,  de aplicaciones de oficina, etc.

Esta distribucion de especializados,  supone la existencia de dos elementos:

	-el servidor

	-el cliente

El sevidor, atiende solicitudes de servicio

El cliente, es quien origina las solicitudes de servicio.

Este esquema cliente/servidor,  estimulo el desarrolo de maquinas pequenas y potentes y en cierta forma desacelero la demanda de gigantescos equipos (Muchas empresas no necesitaban realmente de maquinas gigantescas)

Esto llevo a uso del esquema cliente/servidor en el desarrollo de servicios en red. No es raro entonces que TCP/IP, este implementado siguiendo este esquema. 

Otra explicaciion del paradigma cliente/servidor

Desde el punto de vista del programador, TCP/IP y otros protocolos de comunicacion, proveen mecanismos basicos de comunicacion de datos. En particular, TCP/IP permite al programador establecer comunicacion entre dos programas de aplicaciones. Esto esplica la razon por la cual se dice que TCP/IP proivee comunicacion peer-to-peer.

Esta comunicacion presentaba el problema de rendezvous. que consiste en que los dos programas que se desean comunicar, necesitan sincronizarse, es decir, necesitan saber en que momento deben estar preparados para escucharsen entre si.  

El paradigma cliente/servidor soluciona este problema asegurando que  en uno de los dos extermos (peer), arranca y luego se queda esperando (indefinidamente) la coneccion del otro extermo. En este caso el que espera indefinidamente es el servidor (demonio) y quien se contacta luego con el servidor es el cliente.

Para TCP/IP, un servidor es un sistema que provee servicios para el resto de la red  (demonios) y el cliente, es otro sistema que emplea dichos servicios.  Note  que el servidor y el cliente no necesariamente residen en maquinas diferentes, ellos pueden ser diferentes programas de aplicacion, en el cual uno de ello hace las veces de servidor para otra programa, pero a su ves, hace las veces de cliente de un tercer programa.

Servidor que actua como cliente

Hay programas que no se acomodan a la deficion de cliente o servidor.  Un servidor, puede necesitar un servicio de red para poder cumplir con la tarea que le ha encomendado alguno de sus clientes.. Por ejemplo, suponga que un programa servidor de archivos necesita programar entrega de archivos a un cliente periodicamente ( diga cada diez minutos). El servidor, necesita usar un timer, para que le envia la senal de tiempo cada diez minutos y asi reaccionar enviandole un archivo a cliente. Pues bien, el timer es servidor de senales temporizadas y el cliente en este caso ( timer) es el servidor de archivos.   Asi, se ve que un servidor puede ser cliente a lavez de otros servidores.

Tambien se puede dar el caso en el que el programa P1, y P2 sean cliente/servidor  en un instante de tiempo y luego servidor/cliente en otro.  Un caso, es el desarrollo de aplicaciones bajo el esquema:  Agente/Gestor. Donde el nivel superior  (Gestor) N, es cliente del nivel inferior ( Agente) N-1 cuando el gestor hace una solicitud al Agente. Y  cuando el agente responde asincronicamente (confirma respuesta) , este se convierte en cliente del servicio de recepcion de respuesta proporcionado por el gestor.

	Manager 	--------- request -------->	Agent        	( client / server )

	Manger 	<-------confirmation-----	Agent		( server/ client )   

El modelo OSI

No se puede evitar hablar de este tema, pues TCP/IP y el modelo OSI, persiguen objetivos similares.

El objetivo de la ISO (International Standra Organization ), es desarrollar compatibilidad total intersistemas. El subcomite tecnico encargado, se formo para desarrollar normas de un modelo de interconeccion de sistemas abiertos. La ISO, define el modelo OSI como el modelo de referencia de redes de computadores. 

El objetivo del modelo OSI (Open Systems Interconnections ), es proporcionar protocolos para conectar entre si productos de diferentes fabricantes, permitiendo asi la comunicacion trasnparente entre usuarios de aplicaciones. Es evidente que estos son los mismo objetivos de los proponentes del TCP/IP.

Estos dos modelos, OSI y TCP/IP, tienen estructura de capas ( o niveles ).  Desde el nivel de usuario, hasta el nivel de comunicacion fisica.   Se pretende separar ciertas funciones tipicas de comunicaciones como  por ejemplo 

establecimiento, mantenimiento y cierre de canales logicos de comunicacion,

fragmentacion y composicion de paquetes de mensajes, 

enrutamiento por la red, 

deteccion y correcion de errores de comunicacion , 

transmision binaria por los diferentes medios, etc,    

En lugar de  establecer un protocolo unico que abarque estas diversas funciones, se dividen dichas tareas en  capas, que no es otra cosa que  definir modulos de comunicaciones e independientes con jerarquia totalmente vertical .

Es asi, como la ISO propone las siguientes siete capas o niveles:

�Aplicacion�interfaz hombre maquina, aplicaciones especificas��Niveles�Presentacion�sintaxis y semantica de los mensajes��Superiores�Sesion�controldel flujo de mensajes���Transporte�establecimiento, mantenimiento y liberacion de����conecciones, fragmentacion en paquetes���Red�enrutamiento de los paquetes en la red.��Niveles�Enlace�deteccion y correcion de datos en datagramas.��Inferiores�Fisico�transmision de bits en el medio fisico de comunicacion��

Los principios aplicados para la creacion de las capas son los siguientes:

Una capa se creara en situaciones en donde se necesite un nivel de abstraccion.

Una capa debera efectuar una funcion bien definida.

La funcion que realizara cada capa debera seleccionarse con la intencion de definir protocolos normalizados internacionalmente.

Los limites de las capas deberan seleccionarse tomando en cuenta la minimizacion del flujo de informacion a traves de las interfaces.

El software de un nivel (n) se apoya en los servicios de comunicacion que le ofrece la capa inmediatamente inferior ( n-1), permitiendo al disenador, concentrarse en  los problemas que le corresponde al nivel en cuestion.   Es asi, como se ocultan los detalles de comunicacion de los niveles inferiores, facilitando la tarea del diseno de programas especificos de comunicacion de datos.



Nivel Fisico

La capa fisica se ocupa de la transmision de bits a lo largo de un medio de comunicacion. Su diseño debe asegurar que cuando un extremo envia un bit, el receptor reciba excatamente dicho bit y no un valor de bit diferente.

Esta es la capa del circuito fisico de comunicacion. En ella se tratan asuntos como los voltajes, factores de tiempo, modos de transmision ( simplex,  half duplex y full duplex) y normas para cables de coneccion como los estandares Rs232C, RS449, X.21, etc.

Los problemas de diseño a considerar aqui son los aspectos mecanico (definicion de pines por ejemplo), electrico ( definicion de voltajes ), de interface y de medio de transmision fisico  (cable de cobre, fibra optica, ondas de radio, etc ).

Nivel Enlace

La tarea principal de la capa de enlace consiste en, ofrecer un camino libre de errores de transmision de datos sobre el nivel fisico, para la capa de nivel superior ( red ).  La deteccion de errores se logra mediante el calculo de una checksum en funcion de los caracteres que conforman las tramas. Este checksum se envia al receptor para que sea recalculado y comparado por el receptor, en cuyo caso se considera la transmision exitosa.

Es responsabilidad de este nivel, identificar los limites (el comienzo y el final)  de cada trama de datos, mediante patrones de bits.  Trama es simplemente un bloque de datos a enviar a traves del nivel fisico.

Ademas, debe controlar de flujo de datos devido a la diferencia de velocidades entre los dos nivels inferior y superior.   Es facil entender el control de flujo de datos, observando la comunicaion Microcomputador-Impresora.  Es claro que la impresora es mucho mas lenta que el microcomputador, asi que una solucion rapida es, es implementar un mecanismo de star/stop ( en otras palabras, regulador de trafico ), es decir, usar un par de señales para contener y liberar el flujo de datos en la medida en que el recipiente se sature y se libere de datos .

Nivel Red

Este nivel se encarga principalmente de dirigir por la red los paquetes de datos de acuerdo al destino.

La capa de red procporciona los medios para establecer, mantener y concluir las conecciones conmutadas entre sistemas de usuarios final.

En esta capa se incluyen las rutinas de direccionamiento y enrutamiento. La tarea escencial, recae sobre los algoritmos de enrutamiento ( estaticos y dinamicos ) que seleccionan el mejor camino de datos por el cual se debe la informacion.

Nivel de Transporte

La calida  y disponibilidad de la comunicacion de mensajes, es controlada por este nivel.  El mensaje, se fragmenta en unidades de datos mas pequenas,  se envian por canales logicos de comunicacion y se asegura que todos los paquetes lleguen correctamente al otro extremo. (tambien se conoce como capa de extremo-a-extremo). Se encarga ademas, de eliminar paquetes duplicados (debido a re-envios ).

En ests nivel, se suceden las tres fases basicas para la transmision de datos (sesion):

establecer

mantener

concluir

El nivel de transporte aisla las capas superiores ( sesion, presentacion y aplicacion ) del hardware y software de comunicaciones.

Si la coneccion de transporte necesita un gran flujo de informacion, esta puede crear multiples conecciones de red, dividiendo los datos entre las conecciones obtenidas con el objeto de mejorar el trafico de datos.  Por otra parte, si la creacion o mantenimiento de una coneccion de red resulta costoso ( tiempo ), esta capa puede multiplexar varias conecciones de transporte sobre la misca coneccion de red para reducir los costos.

Es importante, para este nivel, hacer tareas como la verificacion del orden y prioridad de los paquetes en la recepcion. 

Este nivel se encarga de la administracion de paquetes (fragmentos del mensaje original de las capas superiores)

Se deice que el nivel de transporte hace el trabajo de multiplexacion trasnparente para la capa inmediatamente superio - sesion -.

Las conecciones de transporte, pueden ser de dos tipos principalmente:

coneccionless

no oriented coneccion

Nivel de Sesion

Este nivel, permite que los usuarios de diiferentes maquinas puedan establecer sesiones de comunicacion efectivas entre ellos.  A traves de una sesion, se puede llevar a cabo un transporte de datos sincronizado -mejorando los servicios que presta el nivel de transporte-

Uno de los servicios de este nivel consite en gestionar el control del dialogo. Las sesiones permiten comunicaciones full-duplex, half-duplex y si es necesarion, simple-duplex.

La administracion de testigo es otro de los servicios relacinoados con la capa de sesion. Para el caso de algunos protocols, resulta escencial que ambos lados no traten de realizar la misma operacion al mismo instante. Los testigos, son mecanismos tipo semaforo que permite compartir el canal de comunicaciones estre las entidades comunicantes.  

El  mecanismo es asi; solamente el extremo que tiene el testigo, puede realizar la operacion critica de comunicacion.

Es claro, entonces, que  la princiapl funcion de este nivel, es el manejo de la sincronizacion  y el control del flujo de datos. En otras palabras, administra el dialogo entre las dos aplicaciones que se comunican.

Nivel de Presentacion

El intercambio de datos y el dialogo,  se soporta por formatos y senales convenidas previamente entre el transmisor y el receptor.  Entonces, en este nivel, se emplean rutinas que se ocupan de la sintazis y semantica de los mensajes transmitidos.

La informacion proveniente del nivel superio ( aplicacion ), se traduce a un formato comun para los niveles inferiores. A este formato se le denomina formato canonico.  Esto explica la manera en que el nivel de presentacion aisla al usario del formato de sus mensajes usado por los nivels bajos.

Entre las tareas de deste nivel, se encuentran, formateo de pantalla, codificacion de dispositivos perifericos, formateo de datos para enviar por las sesiones, encriptamiento y compactacion, con sus respectivas funciones inversas.

Nivel de Aplicacion

Se refiere a los programas de aplicacion que hacen posible la comunicacion entre ususarios de sistemas de computacion.  Principalmente, se ocupa de ofrecer interfases hombre-maquina.

Este nivel proporciona a los usiuarios acceso a la red mediante una serie de protocolos especializados en ciertas labores, como: sesiones de terminal virtual, transferencia de archivos, transferencia de trabajos ( jobs ), correo electronico,  textos hipermediales, autenticaciones de usuarios, etc. 

Esta capa, atiende al usuario final proporcionandole servicios de insformacion distribuida para soportar las aplicaciones y administrar las comunicaciones

Caracteristicas de TCP/IP

Independencia de Tecnologia de Red

Aun que TCP/IP esta basado en la tecnologia convencional de conmutacion de paquetes, TCP/IP es independiente del hardware que comunica.    Los protocolos TCP/IP define la unidad de datos de trasnmision ( datagrama ) y especifica como trasnmitir los datagrams en una red particular.

Independencia de Sistema operativo

En realidad, para comunicar aplicaciones entre usuarios de sistemas operatiivos diferentes, lo que se hace es preparar un conjunto de software de comunicaciones en cada sistema operativo que cumpla con las especificaciones de la familia de protocolos TCP/IP.  Esto garantiza la comunicacion tranparente. Por eso, el sistema operativo esta quedando cada vez mas abajo de la vista del usuario de protocolos TCP/IP, formandose una red de computacion de nivel superior uniforme.

Coneccion Universal

TCP/IP permite a cualquier par de computadores comunicarse entre si. Cada computador (nodo), tiene asiganada una direccion unica de red, quele permite ser reconocida unversalmente. Como el paquete lleva informacion de origen y destion, computadores intermedios ( swiching ), 

Organizaciones que regulan los procolos TCP/IP

Esta tecnologia fue producto de la DARPA ( Defense Advanced Research Project Agency) en USA, con el proposito de llevar a cabo proyectos de investigacion militar. Despues de que otros centros de investigacion no-militares usaran esta tecnologia, el sector academico agrupado en la NSF (Nationa Science Foundation ), y otras grandes organizacion cientificas como el DOE ( Department of Energy, el DOD ( Department of Defense), el HHS ( Helth and Human services Agency), y la NASA ( National Aeronautics and Space Administration).

La familia de protocolos TCP/IP, fueron desarrollados con la participacion de las grandes centros de investigacion en comunicacion de computadores, los grandes fabricantes de hardware y las grandes casas de software, es por eso que no es posible hablar de un autor especifico, sin embargo, existen grupos importantes que vale la pena conocer.

 Es importante mencionar a la IAB (Internet Activities Board  1983 de la  DARPA ), el cual llega a see el  coordinador de muchas de las actividades de investigacion y desarrollo de TCP/IP.   Apartir de este comite de actividades de internet, se desprenden luego alrrededor de diez fuerzas de trabajo o capitulos (Internet Task Forces)  concentrados en diversos problemas tecnicos.

En 1989,  realidades politicas y economicas, estimulan la re-organizacion de la IAB en subsidiarios de la IAB  y en una nueva IAB. asi: Un consejo que coordina dos fuerzas de trabajo, una dedicada a la investigacion (IRTF) y la otra el desarrollo (IETF). 

Un pequeno esquema de la estructura de la IBA 1989 es:

The Board ( el consejo )

	-IRTF Internet Research Task Force

		-IRSG Internet Research Steering Group

				.... Research Groupos ....

	-IETF Internet Engineering Task Force

		-IESG Internet Research Steering Group

				- Area 1

					..... Working Groups .....

				    ...

				- Area N

Documentacion de TCP/IP

La documentacion de los protocolos, standares y politicas se puede obtener en la NIC (Network Interface Center) . Los documentos tecnicos, se denominan RFC (Request For Comments) llamados originalmente ID Internet Drafts. y luego IEN Internet Engineering Note) que son numeradas secuencialemente por la NIC.  Cualquier persona en el mundo puede obtener estoas RFCs a traves de correo electronico o postal.

Es conveniente decir que las especificaciones  de “TCP/IP Protocol Suite”  o RFCs incluyen tambine sugerencias de mejoramiento de protocolos existentes, razon por la cual alrredeor de un tema especifico, se deberan consultar varias RFCs con numeros aparentemente desorganizados - en razon a la numeracion cronologia de aparicion de la soliticud para comentar-

Para mayor informacion, se puede contactar con :

DDN Network Information Center��SRI International, Room EJ291��333 Ravenswood Road��Menlo Park, CA 94025��

Por que los disenadores de Internet inventaron nuevos protocolos cuando muchas estandares internacionales ya existian ?

La respuesta es:

Use protocolos estadares cuando dichos estandares se apliquen; invente nuevos protocolos solo cuando los estandares sean insuficientes, y ademas, este preparado para migrar a estandares internacionales  cuando este disponibles y provean equivalentes funcionalidades.

Mas Informacion



This directory contains  documents  describing  the  major  protocols.  There  are literally hundreds of documents, so we have chosen the ones that seem most important.  Internet standards are called RFC's.    RFC stands  for  Request  for  Comment.   A proposed  standard is initially issued as a proposal, and given an RFC number.   When  it  is  finally accepted,  it is added to Official Internet Protocols, but it is still referred to by the RFC number.

 We  have  also  included  two  IEN's. (IEN's  used  to  be  a  separate classification  for  more  informal documents.  This classification no longer exists -- RFC's are now used for  all  official  Internet documents, and a mailing list is used for more  informal reports.)  

The convention is that  whenever  an  RFC  is revised, the revised version gets a new number.  This is fine for most purposes, but it causes problems with two documents: Assigned  Numbers and  Official  Internet  Protocols.  These documents are being revised all the time, so the RFC number keeps changing.  You will have to look in rfc-index.txt to find the number of the latest edition.  Anyone who is seriously interested in TCP/IP should read the  RFC  describing  IP (791).    RFC 1009 is also useful.  It is a specification for gateways to be used by NSFnet.  As such, it contains an overview of  a  lot  of the  TCP/IP technology.  You should probably also read the description of at least one of the application protocols, just to get a  feel  for the  way  things  work.    Mail is probably a good one (821/822).  TCP (793) is of course a very basic specification.  However  the  spec  is fairly  complex,  so  you should only read this when you have the time and patience to think about it carefully.  Fortunately, the author  of the  major  RFC's  (Jon Postel) is a very good writer.  The TCP RFC is far easier to read than you would expect, given the complexity of what it  is  describing.    You  can  look at the other RFC's as you become curious about their subject matter. 



Here is a list of the documents you are more likely to want:

rfc-index	list of all RFC's

rfc1012	somewhat fuller list of all RFC's

rfc1011   Official Protocols.  It's useful to scan  this  to  see what tasks protocols have been built for. This defines which RFC's are actual standards, as opposed to requests for comments.

rfc1010   Assigned  Numbers. If you are working with TCP/IP, you will probably want a hardcopy of this as  a  reference.    It's  not  very  exciting  to  read.  it lists all the offically defined well-known ports and  lots  of  other things.

rfc1009   NSFnet  gateway  specifications.  A good overview of IP routing and gateway technology.

rfc1001/2 	netBIOS: networking for PC's

rfc973    	update on domains

rfc959    	FTP (file transfer)

rfc950    	subnets

rfc937    	POP2: protocol for reading mail on PC's

rfc894    	how IP is to be put on Ethernet, see also rfc825

rfc882/3  	domains (the database used to go  from  host  names  to Internet  address  and back -- also used to handle UUCP these days).  See also rfc973

rfc854/5  t	elnet - protocol for remote logins

rfc826    	ARP - protocol for finding out Ethernet addresses

rfc821/2  	mail

rfc814    	names and ports - general  concepts  behind  well-known ports

rfc793    	TCP

rfc792    	ICMP

rfc791    	IP

rfc768    	UDP

rip.doc   	details of the most commonly-used routing protocol ien-116   old  name  server  (still  needed  by  several kinds of system) ien-48    the  Catenet  model,   general   description  of  the philosophy behind TCP/IP 



The following documents are somewhat more specialized.

     rfc813    window and acknowledgement strategies in TCP

     rfc815    datagram reassembly techniques

     rfc816    fault isolation and resolution techniques

     rfc817    modularity and efficiency in implementation

     rfc879    the maximum segment size option in TCP

     rfc896    congestion control

     rfc827,888,904,975,985   EGP and related issues 



To those of you who may be reading this document remotely  instead  of at  Rutgers:  The  most  important  RFC's  have  been collected into a three-volume set, the DDN Protocol Handbook.  It is available from the 

	DDN  Network  Information  Center,  

	SRI  International, 333 Ravenswood Avenue, Menlo Park, California 94025 

	(telephone: 800-235-3155).    



You should  be able to get them via anonymous FTP from sri-nic.arpa.  

File names are:  

  RFC's:

	    rfc:rfc-index.txt

	    rfc:rfcxxx.txt

  IEN's:

	    ien:ien-index.txt

	    ien:ien-xxx.txt



rip.doc is available  by  anonymous  FTP  from  topaz.rutgers.edu,  as /pub/tcp-ip-docs/rip.doc.

Sites with access to UUCP but not FTP may be able to retreive them via  UUCP from UUCP host rutgers.  The file names would be 

  RFC's:

    /topaz/pub/pub/tcp-ip-docs/rfc-index.txt

    /topaz/pub/pub/tcp-ip-docs/rfcxxx.txt

  IEN's:

    /topaz/pub/pub/tcp-ip-docs/ien-index.txt

    /topaz/pub/pub/tcp-ip-docs/ien-xxx.txt

    /topaz/pub/pub/tcp-ip-docs/rip.doc



Note that SRI-NIC has the entire set of RFC's and IEN's,  but  rutgers and topaz have only those specifically mentioned above.

�Arquitectura del TCP/IP

modelo DoD



TCP/IP fue desarrollado por el departamento de defensa de los estados unidos, es por eso que a este modelo se le puede encontrar en la literatura como Modelo DOD.

TCP/IP es un conjunto por capas de protocolos  (layered set of protocols). Esto significa, que las entidades N de una capa supone la existencia de mecanismos de comunicacion en el nivel inferior.   Ejemplo: el correo electronico, envia mensajes como

	from:	to:	subject:	         message 

y comandos como

	send,           read, 	archive, 	      print, etc 

sin entrar en detalle como se transmiten estos mesajes por la red.

El protocolo de e-mail (SMTP),  y otros protocolos de aplicacion, simplemente definen conjuntos de comandos y mensajes a ser enviados entre si.  Estos confian en las labores de transporte, enrutamiento y acceso a red que les proporcionan capas inferiores.   Esta rutinas basicas, se reunen en protocolos separados a manera de libreria para que las usens las aplicaciones de orden superior (nivel de aplicacion segun el modelo OSI)

Esta estrategia de contruccion de varios niveles de protocolos se denomina "layering".

Es claro que los protocolos de redes se desarrollan naturalmente por capas (o niveles) tal como lo presenta la ISO con su modelo OSI., con cada capa responsable de una faceta diferente de las comunicaciones entre computadores.  Un paquete de protocolos (Protocol Suite) es un conjunto de de protocolos en varias capas.   TCP/IP se considera como una torrre de 4 niveles . ( El modelo OSI es una torre de 7 niveles ). En realidad, los 7 niveles del modelo OSI, se acomodan en las 4 capas del TCP/IP.

Las cuatro capas de la torre TCP/IP son:

Aplicacion   �( aplicacion, presentacion, sesion )��Transporte�( trasnporte )��Internet�( red )��Acceso a red.�( enlace , fisico )��

Comparando estos los modelos OSI y TCP/IP, se tiene la siguiente relacion:

OSI�TCP/IP��Aplicacion�Aplicacion��Presentacion���Sesion���Transporte�Transporte��Red�Internet��Enlace�Acceso a Red��Fisico���

TCP/IP esta basado en el modelo catened  ( catened model -IEN 48 ). este modelo asume que hay un gran numero de redes independientes conectadas entre si a traves de puentes ( gateways).  El objetivo, era permitir al usuario accesar computadores y otros recursos en cualquiera de estas redes interconectadas  sin entrar en los detalles del transporte, enrutamiento y transmision. 

Los primeros servicios que TCP/IP presto fueron tres:  1- e-mail o correo electronico, 2-ftp para hacer transferencia de archivos y 3-telnet, para hacer sesiones remotas - terminal emulado o tambien se puede decir login remoto.  Ademas, es importante destacar que este modelo funcion al lado de otros protocolos de Redes de Area Local (LAN). 

Es importante anotar, que TCP/IP, ademas, fue desarrollado siguiendo el esquemoa cliente/servidor que se explico anteriormente.

Para alcanzar otro nod de lared, lo unico que deberia conocer el usuario era el identificador del systema destino (nodo) a traves de una direccion de red. ("Internet address").  Esta direccion es la informacion basica para que los protocolos de nivel inferior sean capaces de alcanzar el nodo destino.

TCP/IP usa los dos modos de conexion, sin-coneccion y orientado a conexion.  Los mensajes son divididos en unidades de datos (datagramas) luego pasan a ser paquetes en la red conmutada.  Para los protocolos de red, transporte y aplicacion de TCP/IP esto es totalmente transparente.

Capas de TCP/IP

Los cuatro niveles del TCP/IP se describen brevemente (en posteriores capitulos se hablara en detalle) asi: 

Nivel de acceso a red

Tambien conocido como capa de enlace de datos o simplemente capa de enlace (link). Tiene que ver con la coneccion fisica entre nodos. Se soporta en protocolos estandares como: Ethernet, Token-Ring y Token-bus.

Normalmente incluye los manejadores de dispositivos en el sistema operativo y naturalmente los tarjetas de interface de red ( NIC = Network Interface Card). Juntos, hardware y software manejan los detalles enlace de datos y transporte fisico de bits. ( nivels 1 y 2 segun el modelo OSI )

Internet ( IP )

El enrutamiento de paquetes entre varias redes (o hosts) es realizado por esta capa., el cual coindice con la capa de Red del Modelo OSI. Los diferentes protocolos agrupados en esta capa son: Internet Protocol (IP), Internet Control   Message Protocol (ICMP), Address Resolution Protocol (ARP), y Reverse Address Resolution Protocol (RARP).

Transporte ( TCP)

Tambien conocido como Host-to-Host, ya que provee el flujo de datos entre dos nodos. El establecimiento, y mantenimiento de conecciones simultaneas es realizada por esta capa. Los protocolos que pertenecen a esta capa son: Transmission Control Protocol (TCP) and User Datagram Protocol (UDP).

Aplicacion

La interface con el usuario esta en esta capa. Esta contiene aplicaiones especificas que se comunican entre nodos de la red. Algunos de los protocolos de esta capa son: file transfer  (FTP), terminal emulation (TELENET),   electronic mail (SMTP), y network management (SNMP). 

Esta capa coincide con las tres capas superiores del Modelo OSI ( Sesion, presentacion y aplicacion).

El usuario, para hacer uso de una de las aplicaciones-protocolo, necesita tener un programa cliente y ademas tener a disposicion programas servidores.  El programa servidor, normalmente arranca cuando el host server arranca, y se queda en background ( deamon ). Cuando se requiere acceso al servidor por el usuario, este debe ejecutar el programa cliente.

Flujo de dato en TCP/IP

Understanding on how the data flows through the various layers of  our DOD model is very     mportant.

Process/Application Layer

Passing of date to the host-to-host layer by done by upper-layer application, such   as FTP

Host-to-Host Layer

TCP or UPD protocols adds a header at this layer. This header identifies the   upper-level application from which the date came from. The sequence and  acknowledgment numbers are indicated on the header.  This header and application data  build up a message that passes to the internet layer.

Internet Layer

IP header to the message in a pocket is formed by the internet layer. The IP header indicate the software addresses of the source and destinations and indicate the host-to-host protocol. This packet is then transferred to the network access layer.

Network Access Layer

Frame is created by adding a Media Access Control (MAC) header to the packet containing hardware addresses of the source and destination. To ensure data integrity,  frame also contains a cyclid redundancy check (CRC).

On frame reaching its destination, data crosses through the same four layers. Each layer takes off the header, processes the data and transfer balance of date to the next layer until it finally reaches the application.

Direccion Internet.

Cada tecnologia tiene sus propias convenciones para trasnmitir mensajes entre dos maquinas en la misma red.   

En una LAN, los mensajes tienen un destino caracterizado por un unico identificador de 6 bytes ( MAC address ). En una red SNA, cada maquina tiene unidades logicas con su propia direccion.   En DECNET, Appletalk y Novell IPX existen un esquema de asignacion de numeros para cada red local y a cada estacion (nodo)  unida a la red.

Encima de estas direcciones de red especificas de cada fabricante, TCP/IP asigna un unico numero (identificador) a cada nodo en el mundo. En otras palabras, el usuario, solo debe concoer la direccion de destino para comuicarse a traves de los protocolos TCP/IP.

Esta direccion IP (IP address) que luce como: 128.6.4.194, es realmente un numero de 32 bits.que se escribe como cuatro numeros decimales separados por puntos. Tambien se conoce como  dotted decimal notation.

Direccion IP

La estructura  de esta direccion proporciona informacion necesarioa para alcanzar el nodo en cuestion. Por ejemplo, 128.6 es un numero de red asignado -por una autoridad central- para la universidad de Rutgers. Asu ves, Rutgers  usa el siguiente octeto para indicar cual de las redes Ethernet es la que se desea alcanzar. 128.6.4 resulta ser  la red del departamento de ciencias de la computacion. Y el ultimo octeto, permite identificar alguno de los 254 nodos de dicha red. - las direcciones 0 y 255 estan reservadas por razones tecnicas, que se explicaran mas adelante).   

Note que 128.6.4.194 y 128.6.5.194 (direcciones validas) son dos redes diiferentes en la universiidad de Rutgers, que a su ves tienen su respectivo nodo identificado como 194. ( supongamos que la red 5   es decir 128.6.5. ) es de otro departamento como el Departamento de Ingeniera.

Como ususario, referirse a redes usando la notacion de numeros y puntos no es comodo, asi que TCP/IP ofrece un sistema de traduccion entre nombres alfanumericos y direccion IP.   Por ejemplo, el lugar de decir que se desea comuicar con 128.6.4.194 puede decir que desea comunicarse con rutgers.cs.ia.edu, asumiendo que 194 es un servidor para investigacodres en Inteligencia artificial. El nombre alfanumerico, se conoce como Domain Name. 

Asi, el protocolo de aplicacion, primero que todo, solicita a un servidor de nombres de dominio, que le convierta la direccion alfanumerica, en direccion internet. Cuando el servidor de nombres -de dominio- busca en una base de datos de direcciones IP, se dice que esta haciendo un mapeo entre nombre de dominio y direccion IP. Para mayor informacion consulte el RFC 882.

Es importante mencionar que la autoridad  central que asigna direcciones IP de Internet es InterNIC (Internet Network Information Center).  InterNIC, unicamente asiga direccion IP para las redes locales, es decir los tres primeros bytes.   Es responsabilidad del administrador de la red, asignar los hosts (nodos) de Internet.

La direccionde InterNIC es rs.internic.net  para servicios de Registro de direciones IP y nombres de dominio. (Registration Services) tambien existe un nodo con servicios de Directorio y Bases de Datos  que es  is.internic.net.

Clases de direccion IP  

Las direcciones IP estan clasificadas en varias clases, dependiendo de la cantidad de nodos que tienen las redes locales.Las clases se diferencian simplemente por la cantidad de bits que se asignan a los cuatro numeros de la direccion IP.

Hay tres tipos de direccion IP:

unicast; destinado para un solo host

broadcast: destinado para todos los hosts en una red en particular

multicast: destinada un conjunto de hosts que pertenecen a un grupo multicast.

Ademas, los tres tipos mencionados, existen cinco clases de direccion Internet, que son las clases A,B,C,D y E

La estructura general de la direccion IP se puede ver asi:

� INCRUSTAR Word.Picture.6  ���

Clase: 		La clases puede ser A,B,C,D o E.

Network ID:	El Identificador de la Red Local

Host ID:		El Identificador del nodo.

Las estrucutras de las clases son:

� INCRUSTAR Word.Picture.6  ���

Dado que el campo clase puede ser de 1, 2,3, 4 o 5 bits para las clases A,B,C,D y E respectivamente, las direcciones IP agrupadas por rangos se pueden ver asi:



Clase A: �0.0.0.0  �a �127.255.255.255��Clase B:�128.0.0.0 �a�191. 255.255.255��Clase C:�192.0.0.0�a �223. 255.255.255��Clase D:�224.0.0.0�a �239. 255.255.255��Clase E:�240.0.0.0�a�247. 255.255.255��



Clase A��1.0.0.0	�0|000,0001�0000,0000  0000,0000   0000,0000��126.254.254.254 �0|111,1110�1111,1110  1111,1110   1111,1110��Clase B���128.1.0.0�10|00,0000   0000,0001 �0000,0000  0000,0000��191.254.254.254�10|11,1111   1111,1110�1111,1110  1111,1110��Clase C���192.1.0.0�110|0,0000  0000,0001   0000,0000 �0000,0000��223.254.254.254�110|1,1111  1111,1110   1111,1110 �1111,1110��Clase D���224.1.0.0�1110| 0000  0000,0001   0000,0000   0000,0000��239.254.254.254�1110| 1111  1111,1110   1111,1110   1111,1110��Clase E���240.1.0.0�1111,0|000  0000,0001   0000,0000   0000,0000��247.254.254.254�1111,0|111  1111,1110   1111,1110   1111,1110��

Red clase A:

El primer byte de una direccion clase A, es la direccion de la Red y los tres utlimos bytes son la direccion del nodo (host). El primer bit siempre es cero (0) indicando que la direccion IP es de clase A. Entonces solo pueden haber 128 redes clase A, cada una con 16,277,216 nodos.

Entonces, en el ejemplo de la universidad de Rutgers, indica que esta universidad tiene asigana por la interNIC una direccion de clase B.

La direccion IP, indica basicamente dos objetos : la red y el nodo.  Por ejemplo si una universidad tiene dos redes LANs, digamos una de 10 nodos y otra de 15 nodos,  entonce alguien puede identificar el ultimo nodo (el nodo 15) de la segunda red (red 2) asi:    nodo15 de la red2, o mejor  nodo15, Red2   finalmente en el lenguaje de TCP/IP seria : red2.nodo15. 

Pues bien, el numero de bits asignados a estos dos campos, depende realmente de la cantidad de Redes y Nodos,  Se pueden encontrar redes pequenas, es decir tendran muy pocos nodos, pero asi mismo habran redes con muchos nodos.  Por ejemplo la direccion IP de clase A, usa 7 bits para identificar 2^7 redes, es decir 128 redes diferentes y usa 24 bits para identificar 2^24 nodos en cada red, es decir  16.7 millones de nodos (bastantes no es asi?).   Pero que pasa si ademas de necesitar identificar 16 milllones de nodos, se necesitara identificar 16 millones de redes en lugar de solo 128.....serian 24 +24 bits es decir, una direccion IP de 48 bits.  No, los disenadores de TCP/IP, siguieron usando los 32 bits, con la suposicion de que 

	la mayoria de las redes deben ser pequenas, 

asi que establecieron las clases de direcciones IP nombradas anteriormente.

Las direcciones Clase A,  (0,7,24) el bit 32 siempre es cero,  7 bits para identificar la red y 24 para los nodos, se usan para redes muy grandes, como ARPANET  y otras pocas redes comerciales usan esta clase.    Estas van estonces desde 0. hasta 127  (1.1.1.1 hasta 126.254.254.254) 

Las direcciones 0 y 255 son especiales y por lo tanto no se usan en para usuarios de TCP/IP.  Las direcciones 127 tambien usadas por sistemas para propositos especiales.

Para organizaciones normales,  es comun asignar direcciones clase B, estas usan 2 bits con el valor de “10”, 14 bits para identifcar la red y 16 bits para identificar los nodos en ellas (2, 14,16) . Esto permite identificar teoricamente 2^16  (65.000)  nodos en  alguna de las 2^14 (16.000) redes.   Las direcciones van desde 128.1  hasta 191.254.  (128.1.1.1 a 191.254.254.254)

La clase C, que se distingue por los tres primeros bits (110),  usa 21 bits para identificar 2^21 redes ( 2 Millones ) y 8 bits para identificar 2^8 (254 nodos).  El rango de direcciones va entre 191.1.1 hasta 223.254.254.

Subredes

Muchas organizaciones encuentran conveniente dividir sus redes en varias subredes (subnet).  Por ejemplo, si se cuenta con una direccion IP clase B, (2,14,16),  se puede por convenio interno, establecer que 65000 nodos es mucho, asi que mejore se divide la red, en varias. Muy sencillo, pues se utiliza el tercer byte, para asignar a cada subred. de manera qaue se puedan manejar casi 256 subredes cada una con maximo 256 nodos.  Esta division no tiiene significancia fuera de la red.   Ejemplo, Rutgers que se le asigno 128.6  ,  puede asiganar el tercer byte asi:

	128.6.5 departamento uno   

	128.6.6 departamento dos

Para los de afuera de 128.6,  128.6.5 y 128.6.6 es el mismo destino ( 128.6 ), pero para los usuarios internos a 128.6 , estas dos direcciones son dos redes internas diferentes (por convencion).

Esto implica que, la estrategia de subredes (RFC 950) es conveniente por dos raones:

	1. la estructura interna de la red se oculta para el mundo

	2. Los usuarios del mundo, solo tendran un registro de ruta  en sus gateways 

En este ejemplo,  la ruta es la misma para 128.6.5. y 128.6.4, dado que el mundo solo le interesa 128.6.  Sinembargo, dentro de la red de Rutgers, el gateway interno debe tener las rutas, una para cada subred.

Si, en lugar de usar la estrategia de subnet, se usa una direccion clase C, esto, que al parecer es mejor, revela la estructura interna, y ademas, los usuarios del mundo, deben tener varias entradas en las tablas de enrutamiento en los gateways.

Para el ejemplo, serian dos direcciones IP clase C una pada cada subred mencionada anteriormente. Y aunque las tablas de los enrutadores internos disminuyen , pasa lo contrario con los enrutadores del mundo externo.

Las direcciones clase D y E (arriba de 223) no estan definidas actualmente

Broadcasting

Las direcciones 0 y 255 tienen significado especial.  

Por convencion, la direccion 0 nunca es asignado a un nodo individual, en lugar de ello, una direccion IP con nodo igual a cero (0), se usa para hacer referencia a la red misma. Es decir,

la direccion de una red, es la direccion IP cuyo segmento de nodo es cero (0). 

Ejemplo  200.21.27.0 es la direccion de una red que usa el ITEC-TELECOM actualmente. 

0 esta reservado para maquinas que no saben su direccion. En ciertas circustnacias, es posible que una maquina no conozca  el numero de la red a la cual esta unida. Incluso, su propiia direccion puede ser desconocida. Por jemplo,  0.0.0.23 seria una maquina que sepa que el  como nodo es 23,  no sabe a que red  pertenece.

255  es usada como "broadcast" o difusion.  un broadcast es un mensaje que se quiere envair a toda red para que sea visto por todos.  Broadcasts  se usa en ocaciones en las que no se sabe con quien se puede conectar. 

Por ejemplo, si usted esta en una red y no conocez el servidor de nombres, entonces, puede enviar mensaje a todos los nodos a traves de un broadcast. (similar al comando wall en unix)

Para enviar un broadcast , envielo a la direccion  red.nodo, donde el nodo es igual  255, ejemplo, para la red 200.21.27, el broadcast sera 200.21.27.255.

Aun que la direccion broadcast oficial se obtiene cambiando el numero del host por 255,  hay otra direccion que puede ser tratada por ciertas implementaciones como broadcast. Por conveniencia, el estandar tambien permite usar 255.255.255.255 como direccion broadcast. Esto se refiere a todos los nodos en la red local. Es mas facil usar 255.255.255.255 en lugar de identificar los segmentos de la red y del nodo( 200.21.27 --- 255). Ademas, algunas antiguas implementaciones pueden usar 0 en lugar de 255 para formar la direccion de broadcast. Esta implementacion entonces usaria 200.21.27.0  como direccion broadcast para la red 200.21.27.

En conclusion, es claro ver que nunca se deben asigan direcciones 0 o 255 a nodos. Ademas, se debe evitar usar el 127 y direccicones arriba de 223. 5.

Loopback Address

La direccion de clase A 127.0.0.0 esta reservada para loopback y esta disenada para dos cosas basicamente:

	-pruebas

	-Comunicacion inter-procesos en la maquina local. ( cliente/servidor)

Cuando un programa, usa la direccion loopback, como direccion destino, el software de protocolo en dicha maquina, devuelve el paquete sin incurrir en trafico de datos por la red.   Un paquete enviado la red 127, nunca aparecera en la red. Ademas, un nodo, o un gateway, nunca debera propagar informacion sobre alcanze (reachability) o enrutamiento para la red numero 127.

La mayoria de las implementaciones TCP/IP, soportan un loopback interface que le permite a un cliente y servidor (en la misma maquina) comunicarsen entre si usando TCP/IP.  Por convencion, los sistemas asignan la direccion IP 127.0.0.1 a este loopback interface y le asignan el nombre de localhost.  

En resumen:

-	cualquier paquete enviado a la direccion loopback, aparece como paquete entrante al nodo en cuestion.

-	paquetes enviados a las direccinoes: broadcast y multicast, ademas de ser enviados hacia la red,  son copiados al loopback interface. 

El loopback interface,  se ve como una capa de enlace para la capa de red (IP). Este en realidad, en lugar de enviarlo hacia la red, simplemente, copia el datagrama en la cola de entrada de la capa de red IP. El efecto final, es un circutio cerrado, en el que la salida es convertida en la entrada del sistema, sin que la capa superior lo note.

Direcciones especiales

Resumiendo, hay direcciones IP especiales que consisten en ciertas combinaciones de ceros (00 o unos(1).

En la practica, IP, los ceros (0), significa este y los unos (1) se refiere a todos.
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Asignacion de Direcciones  IP

An organization begins by sending electronic mail to Hostmaster@INTERNIC.NET requesting assignment of a network number. It is still possible for almost anyone to get assignment of a number for a small "Class C" network in which the first three bytes identify the network and the last byte identifies the individual computer. The author followed this procedure and was assigned the numbers 192.35.91.* for a network of

computers at his house. Larger organizations can get a "Class B" network where the first two bytes identify the network and the last two bytes identify each of up to 64 thousand individual workstations. Yale's Class B network is 130.132, so all computers with IP address 130.132.*.* are connected through Yale.

The organization then connects to the Internet through one of a dozen regional or specialized network suppliers. The network vendor is given the subscriber network number and adds it to the routing configuration in its own machines and those of the other major network suppliers. 

There is no mathematical formula that translates the numbers 192.35.91 or 130.132 into "Yale University" or "New Haven, CT." The machines that manage large regional networks or the central Internet routers managed by the National Science Foundation can only locate these networks by looking each network number up in a table. There are potentially thousands of Class B networks, and millions of Class C networks, but computer memory costs are low, so the tables are reasonable. Customers that connect to the Internet, even customers as large as IBM, do not need to maintain any information on other networks. They send all external data to the regional carrier to which they subscribe, and the regional carrier maintains the tables and does the appropriate routing.

New Haven is in a border state, split 50-50 between the Yankees and the Red Sox. In this spirit, Yale recently switched its connection from the Middle Atlantic regional network to the New England carrier. When the switch occurred, tables in the other regional areas and in the national spine had to be updated, so that traffic for 130.132 was routed through Boston instead of New Jersey. The large network carriers handle the paperwork and can perform such a switch given sufficient notice. During a conversion period, the university was connected to both networks so that messages  could arrive through either path.

�Capa: Acceso a RED

Network Access Layer

  

The error-free physical link among two host and the TCP/IP protocol suite that   relates to the hardware for carrying the date makes up this last layer of the protocols. It gives the physical link for data transmission. The interface and protocol specifications for  different network topologies is established by the Institute of Electrical and Electronics Engineers’(IEEE) project 802.

IEEE802.3 (CSMA/CD)/ETHERNET

The bus topology is used by the following protocols:

10BUSES   ETHERNET, THICK 50 OHM COAX 10 MBPS

10BUSES2  THIN ETHERNET (CHEAPERNET). THIN 50 OHM COAX 10 MBPS

1BASE5    TWISTED PAIR 1 MBPS

10BASE-T  TWISTED PAIR 10 MBP



IEEE802.5(Token-Ring)

	Following protocols are used by the Token-Ring  network.

1 MBPS SHIELDED TWISTED PAIR (IEEE)

4 MBPS SHIELDED TWISTED PAIR (IEEE)

16 MBPS SHIELDED TWISTED PAIR (IBM)

16 MBPS EARLY TOKEN RELEASE (IBM)

Ethernet



However most of our networks these days use Ethernet.  So now we  have to  describe  Ethernet's headers.  Unfortunately, Ethernet has its own addresses.  The people who designed Ethernet wanted to make sure  that no  two  machines  would  end  up  with  the  same  Ethernet  address. Furthermore, they  didn't  want  the  user  to  have  to  worry  about assigning  addresses.    So  each  Ethernet  controller  comes with an address builtin from the factory.  In order to  make  sure  that  they would  never have to reuse addresses, the Ethernet designers allocated 48 bits for the Ethernet address.  People who make Ethernet  equipment have  to  register  with  a  central  authority, to make sure that the numbers they assign don't overlap any other manufacturer.   ethernet is a "broadcast medium".  That is, it is in effect like an old party line telephone.  When you send a packet out on the Ethernet, every  machine on  the  network sees the packet.  So something is needed to make sure that the right machine gets it.  

As you might guess, this involves the Ethernet  header.    Every  Ethernet packet has a 14-octet header that includes the source and destination Ethernet address, and a type code. Each machine is supposed to pay attention only to packets with its own Ethernet address in the destination field.  (It's  perfectly  possible  to  cheat,  which  is  one reason that Ethernet communications are not terribly secure.)  Note  that  there  is  no  connection  between  the Ethernet address and the Internet address.  Each machine has to have a table of what Ethernet address corresponds to what  Internet  address.

(We  will  describe  how  this  table is constructed a bit later.)  In addition to the addresses, the header contains a type code.  The  type code is to allow for several different protocol families to be used on the same network.  So you can use TCP/IP, DECnet, Xerox  NS,  etc.  at the  same  time.   Each of them will put a different value in the type field.  Finally,  there  is  a  checksum.    The  Ethernet  controller computes a checksum of the entire packet.  When the other end receives the packet, it recomputes the checksum, and throws the packet away  if the  answer  disagrees  with the original.  The checksum is put on the end of the packet, not in the header.  The final result is  that  your message looks like this: 
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If  we  represent  the  Ethernet  header  with  "E",  and the Ethernet checksum with "C", and “I” as Internet data, your file now looks like this:  



EIT....C   EIT....C   EIT....C   EIT....C   EIT....C



When these packets are received by the other end, of  course  all  the headers  are  removed.    The  Ethernet interface removes the Ethernet header and the checksum.  It looks at the type code.  Since  the  type code  is the one assigned to IP, the Ethernet device driver passes the datagram up to IP.  IP removes the IP header.   It  looks  at  the  IP protocol  field.    Since  the  protocol  type  is  TCP, it passes the datagram up to TCP.  TCP now looks at the sequence number.    It  uses the  sequence  numbers  and  other  information  to  combine  all  the datagrams into the original file.

The ends our initial summary of TCP/IP.  There are still some  crucial concepts we haven't gotten to, so we'll now go back and add details in several areas.  (For detailed descriptions of the items discussed here see,  RFC  793  for  TCP,  RFC  791  for IP, and RFC's 894 and 826 for sending IP over Ethernet.)

ATM

Asynchronous Transfer Mode (ATM) is a connection-oriented, cell-based technology that relays traffic across a Broadband Integrated Services  Digital Network (B-ISDN). It is a cost-effective way of transmitting voice, video, and data across a network.

ATM Cell

An ATM cell is a short, fixed-length packet of 53 bytes. It consists of a 5-byte header  containing address information and a fixed, 48-byte information field. Figure 11 shows a diagram of an ATM cell.

Using a fixed-length cell size allows you to predict network delays, making ATM suitable for carrying real-time information (for example, voice and video) as well as data.

ATM allows the network to operate at a much higher rate than typical packet-switching systems (for example, X.25), because it provides no error protection or flow control. Instead, ATM relies on the source and destination devices to perform error-recovery functions such as retransmission of lost packets.

ATM Layers

The B-ISDN protocol reference model, on which ATM is based, consists of four layers. Each layer communicates only with the layers directly above it or directly below it. Figure 13 shows the B-ISDN ATM protocol reference model.

The following layers relate directly to how Bay Networks routers support ATM DXI and ATM FRE2:

     ATM layer

     ATM adaptation layer (AAL) 

The ATM layer defines how two nodes transmit information between them. It is concerned with the format and size of the cells and the contents of the headers. The addresses of the cells are meaningful only to the two adjacent local nodes (that is, usually not to the end nodes).

The ATM adaptation layer (AAL) converts higher-layer protocol data into formats that are compatible with the requirements of the ATM layer, enabling ATM to handle different types of information all within the same format.

The AAL is divided into two sublayers: the Convergence Sublayer (CS) and the Segmentation and Reassembly (SAR) Sublayer. These two sublayers convert variable-length messages into 48-byte segments, while ensuring the integrity of the data.

The CCITT (now ITU-T) has defined different types of AALs to handle different kinds of traffic. Bay Networks routers support AAL 3/4 and AAL 5. The next two sections describe the AAL process.

Data Transmission

Data transmission (also called cell switching) through the ATM network relies on the establishment of logical connections between ATM entities.

ATM is a connection-oriented service. This means that an ATM entity cannot transmit information until it establishes a connection with a receiving entity. These connections consist of virtual channels, virtual paths, and transmission paths.

A virtual channel is a logical connection between two communicating ATM entities. Each virtual channel may carry a different protocol or traffic type.

The virtual channel transports cells that have a common identifier. The identifier is called the virtual channel identifier (VCI) and is part of the cell header. You can establish virtual channels permanently or set them up dynamically, allowing the network to adjust itself to the traffic demand. 

A virtual path is a set of virtual channels between a common source and destination. The virtual channels in a virtual path logically associate to a common identifier. This identifier is called the virtual path identifier (VPI) and is part of the cell header. You can base cell switching on either the VPI alone, or on a combination of the VPI and VCI.

Virtual paths enable you to separate network transport functions into those related to an individual logical connection (virtual channel) and those related to a group of logical connections (virtual path).



A transmission path is a physical connection that comprises several virtual paths, each virtual path containing several virtual channels. The transmission path may support multiple virtual paths across a single connection to the network.

Permanent and Switched Virtual Connections

Virtual channels and virtual paths allow you to establish virtual channel links (VCLs). You can create VCLs as either permanent virtual circuits (PVCs) or switched virtual circuits (SVCs). Once you establish a PVC, you can transfer information over it at any time. Switched virtual circuits only activate, through signaling and network switching, when there is information ready for transmission.

ATM DXI versus ATM

You can access an ATM network using either a synchronous link module running ATM data exchange interface (DXI) or an ATM link module. However, each method provides access in a different way. 

A synchronous link module works in conjunction with a Fast Routing Engine (FRE® or FRE-2) to form an intelligent link interface (ILI) pair. This ILI pair uses ATM DXI as a wide area network (WAN) protocol.

ATM DXI allows you to configure an interface on a synchronous interface to access an ATM network through an ATM DSU/CSU. In other words, the router transfers variable-length ATM DXI packets to the DSU/CSU. The DSU/CSU then converts these packets into uniform 53-byte cells for transmission over the ATM network.

For additional information about ATM DXI and how to customize your ATM DXI interface, refer to Chapters 2, 3, and 4.

ATM link modules interact with specific processor modules to form intelligent link interface (ILI) pairs. These ILI pairs provide the connection and processing that allow you to connect directly to an ATM network. 

An ATM FRE2 link module works in conjunction with a Fast Routing Engine (FRE-2) processor, and an ATM Routing Engine link module works with an ATM Routing Engine (ARE) processor. These ILI pairs process variable-length packets into uniform, 53-byte cells, and transmit them directly onto the ATM network.

Estandares IEEE 802 sobre LANS



En 1980, con el animo de normalizar las redes de area local , el IEEE, presento el proyecto 802, tambien conocido como Comite de Estandares LAN/MAN ( Local Area Network/ Metropolitan Area Network)  que ha definido un modelo de referencia y conjunto de estandares para las  LAN/MAN, con velocidades de transmision por debajo de los 40 Mbs.

Este comite se reune tres veces al ano, en Marzo, Julio y Noviembre.

Overview & Guide to IEEE 802 / LMSC [P802-95/40]

DISCLAIMER: 

November 1995.This guide assembles in one place some info to make life easier for the many people attending the LAN /MAN Standards Committee (LMSC) meeting for the first time (and also for habitual attendees).  Y have drawn on the work of other folks in the committee and acknowledge their contribution to this guide.  Any errors in this document are my responsibility - please read it and let me know if you find some!  I encourage feedback to help improve future versions - you can leave comments for me at the registration office during the meeting or email them to the address below.

Kelly McClellan     802.0 Recording Secretary    mac@west.smc.com

Introduction

LMSC (or IEEE Project 802) develops LAN and MAN standards, mainly for the lowest 2 layers of the Reference Model for Open Systems Interconnection (OSI).  LMSC coordinates with other national and international standards groups, with some standards initiated here now published by ISO as international standards.  There is strong international participation here, and a number of interim meetings are held overseas.

With work ongoing on a number of standards, the overall picture can be confusing at first.  The material handed out at registration, and the overview of meetings and organization in this guide, will help make some sense of the many parallel activities.  At the plenary meeting week, be sure to attend the opening plenary session on Monday at 1pm. 

The group chairs and others give a status report for their areas and tell what will be happening during the rest of the meeting.  Arrive  early for the best seats - with 400 or so plenary attendees, the room can fill up fast!

Shortly after the opening plenary, subgroup meetings start and then continue each day through Thursday, with a closing plenary session for the whole committee on Friday morning.  You’ll find a wide variety in attendance and topics in the subgroup meetings - for instance, in the early stages of a standard there’s more technical presentation and less editorial work.  After the plenary week, work continues over the four months until the next plenary meeting: most subgroups hold interim meetings and continue discussions and document editing by email.  The personal contacts you can make during the week will be very helpful, so take time to meet people as well as study the documents.
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Plenary Meetings

In March, July, and November of each year, all the subgroups of LMSC meet together at one location.  These plenary meetings are scheduled 1- 2 years ahead and are attended by about 400 people.  The next three meetings are scheduled for:  3/11-15/96 in La Jolla, CA; 7/8-12/96 in Enschede, Netherlands; and 11/11-15/96 in Vancouver, British Columbia. For mtg/hotel info:  Classic Consulting, Inc. 604-527-1045, 72630.107@compuserve.com

A registration fee is collected for each person, and helps cover the cost of the meeting (document copies, refreshments, and Wednesday social) as well as paying for international standards support.  The registration office is open 5-8pm Sunday and from 8am Monday for registrations and information.  When you register you’ll be given a packet (read it carefully!) including the room schedule for the week and a list of documents and standards that can be ordered. Pregistration by credit card is offered to help reduce any wait for registration at the meeting.

The overall schedule for the plenary meeting week is as follows: 

				

SUN�all day: some WG’s (really ‘interim’ meetings)��5-8pm: registration��MON�8am-12n:  SEC, some WG’s�1-3pm: opening

3-5pm WG’s plenary session�6:30-9:30pm: tutorials���8am-5pm: registration 

(office also open Tuesday - Thursday  >>> preregister and avoid a wait<<<)����TUE�8am-12n WG’s�1-5pm: WG’s�6:30-9:30pm: tutorials��WED�8am-12n WG’s�1-5pm: WG’s�6:30-9:30pm: social��THU�8am-12n WG’s�1-5pm: WG’s�7pm-midnight: SEC��FRI�8am-10am:  closing plenary session����

The evening tutorials on Monday and Tuesday are often used to publicize work on a potential new standard - the topics are listed in the material handed out at registration.  The Wednesday evening social is an opportunity to talk with people in other groups, as well as being known for free hor d’ouvres!  The real work of the plenary meeting happens in the individual group meetings, with some WGs split into several subgroups during part of the week.  It is not possible to see what’s happening in all groups - best to concentrate on one or two.

Since the detailed schedules for each group may change during the week, 

check the bulletin board at the registration office for the latest room assignments & meetings.

History

The first meeting of the IEEE Computer Society “Local Network Standards Committee”, Project 802, was held in February of 1980.  There was going to be one LAN standard, with speeds from 1 to 20 MHz.  It was divided into media or Physical layer (PHY), Media Access Control (MAC), and Higher Level Interface (HILI).  The access method was similar to that for Ethernet, as well as the bus topology.  By the end of  1980, a token access method was added, and a year later there were three MACs: 

CSMA/CD, Token Bus, and Token Ring.

In the years since, other MAC and PHY groups have been added, and one for LAN security as well.  The unifying theme has been a common upper interface to the Logical Link Control (LLC) sublayer, common data framing elements, and some commonality in media interface.  The scope of work has grown to include Metropolitan Area Networks (MANs) and higher data rates have been added (through 100Mbps).  A recent organizational change gave us the “LMSC” name and more involvement in the standards sponsorship and approval process.

Organization

LMSC is organized in a number of Working Groups (WGs) and Technical Advisory Groups (TAGs) as well as a Sponsor Executive Committee (SEC). 

Here’s a list of them with the respective Chairs:



Standard�Working Group�Chair��802.0�SEC�Donald C. Loughry, LMSC  loughry@cup.hp.com��802.1�High Level Interface (HILI)�William P. Lidinsky   lidinsky@hep.net��802.2�Logical Link Control (LLC)�David E. Carlson    FAX (908) 949-1196��802.3�CSMA/CD�Geoffrey O. Thompson     thompson@baynetworks.com��802.4�Token Bus

[in ‘hibernation’ at this time, but working  in a supplement]� Paul Eastman       p.eastman@computer.org��802.5�Token Ring�Jim Carlo     i802@msg.ti.com��802.6�Metropolitan Area Network  (MAN)

[due to ‘hibernate’ soon]�James F. Mollenauer JMOLLENAUER@mcimail.com��802.7�BroadBand Technical Adv. Group (BBTAG)  [work complete, in ‘hibernation’]���802.8�Fiber Optics Technical Adv. Group (FOTAG)�J. Paul ‘Chip’ Benson, Jr.    jpb@akguc.att.com��802.9�Integrated Services LAN (ISLAN)�Dhadesugoor R.  aman         dvaman@vaxc.stevens-tech.edu��802.10�Standard for Interoperable LAN Security (SILS)�Kenneth G. Alonge    alonge_ken@po.gis.prc.com��802.11�Wireless LAN (WLAN)�Vic Hayes      Vic.hayes@utrecht.attgis.com��802.12�Demand Priority�Pat Thaler     pat@hprnd.rose.hp.com��802.14�Cable-TV Based Broadband Communication Network�John Eng       eng@took.enet.dec.com��

The SEC (or Executive Committee) is made up of all WG or TAG Chairs, the LMSC Chair, the SEC Vice Chair (John Montague), Executive Secretary 

(Buzz Rigsbee), Recording Secretary (Kelly McClellan), Treasurer (Kirk Preiss), and SC6 Ombudsman (Bob Donnan).

Each project approved within an existing group is assigned a letter, for example 802.10c for Key Management in the LAN Security WG.  A Study Group (SG) is formed when a new area is first investigated for standardization.  The SG can be within an existing WG or TAG, or it can be independent of the WGs.  A new project in an existing group is developed by a Task Force, while a new independent project creates a new WG.

Membership in LMSC is by WG/TAG, with voting rights after attending two of the last four meetings.  The interim meetings of a WG/TAG may be counted under some circumstances.  Attendance means going to at least 75% of the ½ day meetings of the WG/TAG during the week, and is tracked by signup sheets.  Credit is given for attendance at only one group per plenary meeting.  The LMSC Operating Rules cover this in more detail along with many other topics.  An Operating Rules Review Group (ORRG) in LMSC defined a revision of the rules; in July ‘95 the changes were adopted.

The working style of each WG/TAG depends on the number of members and the subject at hand, with some topics decided informally while others are subject to letter ballots.  The Chair of each group is given latitude to set the procedure for the group.  In all cases, approval of a draft standard by the WG/TAG requires a letter ballot and an effort to resolve any ‘No’ vote.

In addition to the volunteer members of LMSC, there is a professional staff at the IEEE Standards office that supports our work and gets standards published.  The IEEE Standards Board and Standards Staff are responsible for a wide range of standards activities beyond the LAN/MAN standards in LMSC.  The IEEE Standards office can be contacted at (908) 562-3800.

LMSC also relies on a meeting management firm (Classic Consulting Int’l, (604) 527-1045  fax: 527-1046) to administer the arrangements for each meeting, including registration.  They can be contacted for hotel and transportation information and meeting preregistration. 

Standards Process

Each standard (or recommended practice, or guide) starts as a group of people with an interest in developing the standard.  A Project Authorization Request (PAR) is normally submitted for approval within 6 months of the start of work.  In LMSC, new projects require supporting material in the form of ‘5 criteria’ to show that they meet the charter of LMSC.  The draft PAR is voted on by the SEC, and then goes to the IEEE Standards Board New Standards Committee (NesCom) for approval as an official IEEE Standards project.  Part of the PAR identifies which outside standards groups there will be liaisons with, for instance ETSI in Europe.  The liaisons help avoid conflicts or duplication of effort in one area.

Proposals are evaluated by the WG, and a draft standard is written and voted on the by the WG.  The work progresses from technical to editorial / procedural as the draft matures.  When the WG reaches enough consensus on the draft standard, a WG Letter Ballot is done to release it from the WG.  It is next approved by the SEC and then goes for Sponsor Letter Ballot.  In the past, the sponsor group was the Technical Committee on Computer Communication, so the sponsor ballot is still referred to sometimes as a TCCC ballot, even though LMSC now is a sponsor and conducts its own Sponsor Letter Ballots.

After the Sponsor Letter Ballot has passed and ‘No’ votes are answered, the draft Standard is sent for approval by the IEEE Standards Board Standards Review Committee (RevCom).  Once approved by RevCom, it can be published as an IEEE standard.  Most draft standards in LMSC are also sent to ISO at or before the time they go to Sponsor Letter Ballot.  A parallel approval path is followed in ISO JTC1/SC6 (Joint Technical Committee 1, Subcommittee 6 - responsible for LANs) that leads to publication as an ISO standard.  The process from start to finish can take several years for new standards, and less for revisions or addenda.

Documents

The main work in LMSC sometimes appears to be generating paper, and it’s certainly true that we go through a lot of paper to develop a standard.  In the early stages, a WG will have a number of proposals and drafts, and these will be copied to the WG for their work.  You can get copies of other WG’s documents in two ways:  subscription or individual document orders.  The subscription service provides most of the WG documents on a regular basis, while document orders are better if you want only a few of the documents (like the latest draft standard).  Both are available through AlphaGraphics in Phoenix, AZ, Phone: (602) 863-0999.

To reduce paper use and speed the process, the WGs use email and ftp distribution for proposals, discussions, minutes, and drafts to varying extents.  Check with the WG chair for whether this is available and how to use it.

Once a standard has been published, you may order it from IEEE Document Sales, (800) 678-4333.

ARP

Ethernet encapsulation: ARP

There was a brief discussion earlier about what IP datagrams look like on  an  Ethernet.    The  discussion  showed  the  Ethernet header and  checksum.  However it left one hole: It didn't say how to  figure  out what Ethernet address to use when you want to talk to a given Internet address.  In fact, there is a separate protocol for this,  called  ARP ("address  resolution protocol").  (Note by the way that ARP is not an IP protocol.  That is, the ARP datagrams  do  not  have  IP  headers.) Suppose  you  are  on  system  128.6.4.194  and you want to connect to system 128.6.4.7.  Your system will first verify that 128.6.4.7 is  on the  same network, so it can talk directly via Ethernet.  Then it will look up 128.6.4.7 in its ARP table, to see if  it  already  knows  the Ethernet  address.    If  so, it will stick on an Ethernet header, and send the packet.  But suppose this system is not  in  the  ARP  table. There  is  no  way  to  send the packet, because you need the Ethernet address.  So it  uses  the  ARP  protocol  to  send  an  ARP  request. Essentially  an  ARP  request  says  "I  need the Ethernet address for 128.6.4.7".  Every system listens to ARP requests.  When a system sees an  ARP  request  for itself, it is required to respond.  So 128.6.4.7 will see the request, and will respond with an  ARP  reply  saying  in effect "128.6.4.7 is 8:0:20:1:56:34".  (Recall that Ethernet addresses are 48 bits.  This is 6 octets.  Ethernet addresses are conventionally shown  in  hex,  using  the punctuation shown.)  Your system will save this information in its ARP table, so future packets will go directly. Most  systems  treat the ARP table as a cache, and clear entries in it if they have not been used in a certain period of time.

Note by the way that ARP requests must be sent as "broadcasts".  There is  no  way  that  an  ARP  request  can be sent directly to the right system.  After all, the whole reason for sending  an  ARP  request  is that  you  don't know the Ethernet address.  So an Ethernet address of all ones is  used,  i.e.  ff:ff:ff:ff:ff:ff.    By  convention,  every machine  on  the Ethernet is required to pay attention to packets with this as an address.  So every system sees every ARP  requests.    They all  look to see whether the request is for their own address.  If so, they respond.  If not, they could just ignore it.   (Some  hosts  will use  ARP  requests  to update their knowledge about other hosts on the network, even if the request isn't for them.)  Note that packets whose IP  address  indicates broadcast (e.g. 255.255.255.255 or 128.6.4.255) are also sent with an Ethernet address that is all ones.

RARP

When you configure a router to use RARP services, it acts as a RARP server. A RARP server supplies clients on the same physical or logical LAN with IP addresses 

To use RARP services, you must set up a MAC address-to-IP address mapping table. This table lists the MAC addresses of clients and the corresponding IP addresses that the RARP server should assign to those clients. When a client needs to acquire an IP address, the following interchange takes place:

1. 	The client broadcasts a RARP request specifying its MAC address. 

2. 	Upon receiving a RARP request, the router refers to its MAC address-to-IP address mapping table, then sends the client a response packet containing the corresponding IP address. 

3. 	The client examines the response packet to learn its IP address.

You can configure RARP support on Ethernet, Token Ring, and Fiber Distributed  Data Interface (FDDI) interfaces.

Enabling RARP Services

This section describes how to enable IP and RARP services simultaneously. If you want to add RARP to a circuit on which you have already configured IP, refer to Configuring Routers or Configuring Customer Access and Trunks (BNX Software), depending on the type of installed software, for information on adding a protocol.

When you enable RARP services, you are required to configure only a few parameters. The Configuration Manager supplies default values for the remaining parameters.

This section assumes that you have read Configuring Routers or Configuring Customer Access (BNX Software), depending on the type of installed

software, and that you have 

1. 	Opened a configuration file

2. 	Specified router hardware if this is a local mode configuration file

3. 	Selected the link or net module connector on which you are enabling IP services, or configured a WAN circuit if this connector requires one

BOOTP

BOOTP allows a diskless client to boot remotely from a server on the same network or on a different physical network. The client broadcasts a request to boot from a remote server. When a suitable server receives the BOOTREQUEST packet, it responds to the client by issuing a BOOTREPLY packet. The server then transmits the boot file to the client via a transfer protocol, such as Trivial File Transfer Protocol (TFTP). 

The client transmits a BOOTREQUEST packet to the IP limited broadcast address (255.255.255.255). The server sends a BOOTREPLY packet to the client. Depending on the server's implementation, it addresses the packet to either the limited broadcast or the client's IP address.

If, however, the client and the server are on different physical networks, a BOOTP relay agent (also known as a BOOTP Gateway) must forward BOOTP packets to their correct destinations. When you configure a Bay Networks router for BOOTP services, the router acts as a BOOTP relay agent.

The client transmits a BOOTREQUEST packet to the IP limited broadcast address (255.255.255.255). The router receives the BOOTREQUEST packet at an interface that you configured to receive BOOTREQUEST packets (an input interface). If the BOOTREQUEST packet has an address other than 255.255.255.255, the router drops the packet.

The packet relay process uses these fields as follows:

1. 	When a router interface receives a BOOTREQUEST packet, the router examines the seconds and hops fields in the packet and compares these values to BOOTP parameters you configured on that interface. 

The seconds field contains the minimum number of seconds that the router waits before forwarding a BOOTREQUEST packet. If the value in the seconds field of the packet is less than the value of the Timeout Secs. parameter you configured on the interface, the router drops the packet. 

The hops field contains the maximum number of hops that a packet can take between the source and destination devices. If the packet has traversed more hops than the value of the hops parameter you specified for that interface, the router drops the packet. 



2. 	If the router accepts the packet, it alters the packet by

         - Incrementing the hops field by 1

         - Writing the IP address of the input interface to the gateway IP address field

3. The router then determines which networks should receive this packet and broadcasts it to other networks through a forwarding route that you specify when you configure the router for BOOTP services. 

If the BOOTP packet has to travel to a network through another router, you must specify the forwarding route using one of the following methods:

	Configure the second router for BOOTP services In this case, the second router inspects the packet in the same way as the first router, and increments the hops field by 1. The second router will not, however, replace the address in the gateway IP address field, since servers will reply to the first router that received the BOOTREQUEST packet 

	Configure the first router to forward the BOOTREQUEST packet to a specific server.In this case, the router will unicast the BOOTREQUEST packet to the server through normal IP services.

4. 	Servers on other networks receive the BOOTREQUEST packet and respond with a BOOTREPLY packet. Those servers transmit the BOOTREPLY packets through normal IP services to the address of the first interface that received the BOOTREQUEST packet. That address appears in the gateway IP address field in the BOOTREQUEST packet. 

5.	When the router that first received the BOOTREQUEST packet receives the BOOTREPLY packet, it examines the gateway IP address field to check that the value in this field is the same as the IP destination address that the server used for the packet. If the addresses differ, the router discards the BOOTREPLY packet. 

6. If the router accepts the packet, it examines the flag field and forwards the packet to the client as follows:  

	-If the flag field contains the value 1, the client does not know its own IP address. The router broadcasts the BOOTREPLY packets to the IP limited broadcast address (255.255.255.255). 

	-If the flag field contains the value 0, the client knows its own IP address, which appears in the client IP address field of the BOOTREPLY packet. The router sends the BOOTREPLY packet to that IP address and the link-layer address that appears in the client hardware address field.

DHCP

DHCP enables clients to obtain an IP address for a fixed length of time (a lease period) from remote servers (DHCP servers). The lease period can range from 1 minute to 99 years. When the lease period expires, the server can assign the IP address to another client on the network. DHCP also enables clients to acquire the IP configuration parameters they need to communicate on a network.

DHCP uses the BOOTP relay agent to forward packets. The BOOTP relay agent uses the same criteria and methods for forwarding both DHCP and BOOTP packets. Refer to "BOOTP" section for information about the packet relay process.

Acquiring a New IP Address and New Configuration Parameters

This process involves the following stages:

     Identifying DHCP servers

     Requesting IP information

     Receiving IP information

     Accepting IP information

To identify DHCP servers, the client broadcasts a DHCPDISCOVER packet. Figure 32 shows the fields in a DHCP packet. The packet relay process uses these fields as follows:

1.	A BOOTP relay agent receives the packet, and if it accepts the packet, transmits the packet to DHCP servers on other networks.  

2.	Those servers may respond with a DHCPOFFER packet that includes an available IP address in the your IP address field. 

When a DHCP server offers an IP address, that address is temporarily unavailable to other clients. If the client does not accept or reject the address within a certain period of time, the server reclaims it. The address is then available for other clients.

3. The BOOTP relay agent receives the DHCPOFFER packet and examines the packet. If the BOOTP relay agent accepts the packet, it forwards it to the client. 

4. If a client does not receive a DHCPOFFER packet within a certain amount of time after broadcasting a DHCPDISCOVER packet, it sends the packet again. The client will rebroadcast the packet up to 10 times.

The client may receive DHCPOFFER packets from several potential servers. If you configure the client to wait for multiple responses, it compares configuration parameters in the DHCPOFFER packets to decide which server to target.

5. When the client has chosen a target server, it broadcasts a DHCPREQUEST packet. The DHCPREQUEST packet contains the address of the target server in the server IP address field.  

6. The router receives the packet and forwards it to all servers. 

7. Those servers examine the packet, and if their IP addresses differ from the value in the server IP address field, they reclaim the IP addresses they supplied in the DHCPOFFER packets. These addresses are now available for other clients.

8. The target server recognizes its IP address in the server IP address field, and responds to the DHCPREQUEST packet as follows:

		if the target server can supply the requested configuration parameters, it sends a DHCPACK packet to the client through the BOOTP relay agent. 

	The client examines the configuration parameters in the DHCPACK packet and records the duration of the lease period. If the client detects a problem with the configuration parameters, it sends a DHCPDECLINE packet to the server and issues a new DHCPDISCOVER packet. Otherwise, the client accepts the configuration parameters.

		If the target server cannot supply the requested configuration parameters, it sends a DHCPNAK packet to the client through the BOOTP relay agent. 

	When the client receives the DHCPNAK packet, it broadcasts a new DHCPDISCOVER packet and the process begins again.

A client may choose to relinquish its IP address before the lease period expires by sending a DHCPRELEASE packet to the server. A DHCPRELEASE packet contains the relinquished IP address in the client IP address field and the client's MAC address in the client hardware address field.

Acquiring the Same IP Address Again

A client may want to reuse an IP address that a server allocated earlier by DHCP or any other method. In this case, the interchange between client and server omits some of the steps described in the previous section, and proceeds as follows:

1. The client starts the interchange by broadcasting a DHCPREQUEST packet that contains its previous IP address in the client IP address field. 

2. The BOOTP relay agent forwards the packet to DHCP servers on other networks. 

3. DHCP servers examine the client's configuration parameters in the options field of the DHCPREQUEST packet. 

4. The server that originally supplied the configuration parameters recognizes them and responds with a DHCPACK packet. 

5. When a client receives a DHCPACK packet, it accepts or declines the parameters, as it would when receiving a new IP address.

If a client's request is invalid (for example, if the client has moved to a new network), servers respond with a DHCPNAK packet. If a client receives

only DHCPNAK packets, it must request a new IP address by broadcasting a DHCPDISCOVER packet.

PPP

Point-to-Point Protocol (PPP) is a standard method of routing or bridging datagrams between peer routers or other devices over serial point-to-point links.

PPP serves three major functions:

     Data link layer connection and management

     Network layer connection and management

     Datagram encapsulation

PPP uses a suite of data link and network control protocols to connect peer routers. PPP also allows peer routers to negotiate and determine data link and network layer options. When negotiations complete successfully, PPP encapsulates the data and transmits it over the link.

Routing over a PPP Link

You can enable the following protocols over PPP interfaces:

     AppleTalk

     DECnet Phase IV

     Internet Packet Exchange (IPX)

     Internet Protocol (IP)

     Open Systems Interconnection (OSI)

     Virtual Networking System (VINES)

     Xerox Network System (XNS)

Transparent/Translation Bridge and Source Routing Bridge are other routing media that you can enable over any PPP interface. The PPP bridge accepts incoming traffic from any media (Ethernet, FDDI, Token Ring) and forwards data transparently (or translates when necessary).

�capa: internet(ip) 

Enrutar paquetes entre varios nodos es el principal proposito de IP.

IP,  es el responsable del movimiento de paquetes de datos desde nodo a nodo. IP redirige cada paquete basado en una direccion destino de cuatro bytes que contiene el paquete ( direccion IP).

IP opera en pasarelas ( gateways) que mueven datos de un departamento hacia una organizacion y luego hacia una region y finalmente afuera en el mundo.

Introduction

As the network expands, you most likely will need to change data between  Different networks. In this section we'll examine the routing capabilities of TCP/IP transport.  We'll begin with a general overview of the routing algorithms and protocals that are most commonly found in a TCP/IP internetwork.  Then we'll discuss how routing is configured and preformed on your TPC/IP server.

Routing 

IP  implementation  is responsible for getting datagrams to the destination indicated by  the destination address, but little was said about how this would be done. The task of finding how to  get  a  datagram  to  its  destination  is referred to as routing.  In fact many of the details depend upon the particular implementation.  However some general things can be said.

First, it is necessary to understand the model on which IP  is  based. 

IP assumes that a system is attached to some local network.  We assume that the system can send datagrams to any  other  system  on  its  own network.    (In  the  case  of  Ethernet, it simply finds the Ethernet address of the destination system, and puts the datagram  out  on  the Ethernet, using the ARP)

The  problem  comes  when  a  system  is asked to send a datagram to a system on a different network.  This problem is  handled by  gateways.   A gateway is a system that connects a network with one or more other networks. ( Proper definition will be given in next section). Gateways  are  often  normal  computers  that happen  to have more than one network interface.  

For example, we have a Unix machine that has two different Ethernet interfaces.  Thus it is connected  to networks 128.6.4 and 128.6.3.  This machine can act as a gateway between those two networks.  The software on that machine must be  set  up  so that it will forward datagrams from one network to the other.  That is, if a machine on network 128.6.4 sends a  datagram  to the  gateway,  and  the  datagram is addressed to a machine on network 128.6.3, the gateway will forward the  datagram  to  the  destination ( network ...3 ). 

Major communications centers often have gateways that connect a number of different  networks. (In  many  cases,  special-purpose  gateway systems provide better performance or reliability than general-purpose systems acting as gateways.  Such special-purpose systems are generally called “router”    

Internetworking

We'll start this section by looking at different ways to connect twp networks.  The terms "router," "gateway," and "bridge" are commonly misused within the networking  community.  We'll review those terms before we begin.  We define the terms with respect to the OSI model.

We will then look at the common protocols a user can use to preform routing functions on IP networks.  We'll also examine how these protocols are preformed and configured on your TCP/IP server.

Internetworking Devices

You can use any of the following devices to expand your network:  Repeater, Bridge, Router and Gateway

Repeaters

As Electrical signals begin to fad as they travel across a medium.  A repeater picks up the signal on one segment and retransmits it to another one. Repeaters work at the physical layer of the OSI model, connecting different segments of the same network together.  Repeaters are prototcol independent and aren't awate of the upper-level protocols.  Repeaters do not require any software configuration.  Repeaters work on the physical level and can't connect segements with different topologies (i.e., Ethernet to Token-Ring)

Bridges

A bridge works at the data link level of the OSI to move packets between different segments of the same network.  Bridges almost always connect segments of the same networks, they also almost always connect segments having the same topology (TCP/IP, DECnet, Appletalk, NetWare, etc.)

Bridges don't have a software address and are invisible to the network.  Unlike a repeater, a bridge has the ability to filter networking traffic.  It contains a table of hardware addresses for each segment of the network it connects and forwards only the packets destined to a different segment.  Bridges generaly have a very high throughput (up to 10,000 packets per second).

Routers

Routers connect two or more different networks, these networks can be of the same or different topologies (Ethernet-to-Token-Ring, Token-Ring-to-T1, etc.)  Routers work at the network layer of the OSI.  Routers have a different software address for each interface. While many routers support multiple protocols, packets do not pass through a router unless the router supports the particular protocal.

Unlike a bridge, which must listen to every single packet, a router processess only those packets addressed specifically to it.  A router must be configured a router for each protocal that it supports.  Routers require greater intelligence that a bridge to direct a packet to its correct destination.  Because of this, routers tend to have a lower througput than bridges.  The most effiecent routers can process up to 8,000 packets a second.

Gateways

A gateway translates between two separate protocols.  If a user needs to transfer a file from a host that just understands TCP/IP to host that understands just IPX.SPX ( Netware Routing ), you will need to use a gateway.  A gateway, like a router, supports only specific protocals.  Also, gateways may not be able to translate all uppper-level protocols but only a limited number, such as terminal emulation, file transfer, or electronic mail.

Routing Tables

The system uses the table to determine where to send packets.  It contains entries for remote networks specifying the router (its address) for reaching that network. Each entry in the table contains a destination, the router for reaching the destination, the network interface for the router, and the cost/number of the routers for reaching the destination.

Routing Table Management

You can let the system configure its own routing table based on information it gets from other routers and hosts on the network ( dinamic routing) , or you can manually add routes to the table. 

Detailed Description of Routing

Routing in IP is  based  entirely  upon  the  network  number  of  the destination  address.    

Each computer has a table of network numbers. For each network number, a gateway is listed.  This is the gateway  to be used to get to that network.  Note that the gateway doesn't have to connect directly to the network.  It just has to be the best place  to go  to  get there.  For example at Rutgers, our interface to NSFnet is at the John von Neuman Supercomputer Center (JvNC). Our connection  to JvNC  is  via  a  high-speed  serial line connected to a gateway whose address is 128.6.3.12.  Systems on net 128.6.3 will list 128.6.3.12 as the  gateway  for  many  off-campus  networks.  However systems on net 128.6.4 will list 128.6.4.1 as the gateway to  those  same  off-campus networks.    128.6.4.1  is  the  gateway  between networks 128.6.4 and 128.6.3, so it is the first step in getting to JvNC.

When a computer wants to send a datagram, it first checks  to  see  if the  destination address is on the system's own local network.  If so, the datagram can be sent directly.  Otherwise, the system  expects  to find an entry for the network that the destination address is on.  The datagram is sent to the gateway listed in that entry.  This table  can get quite big.  For example, the Internet now includes several hundred individual networks.  Thus various strategies have been  developed  to reduce  the size of the routing table.  One strategy is to depend upon "default routes".  Often, there is only one gateway out of a  network. 

This  gateway might connect a local Ethernet to a campus-wide backbone network.  In that case, we don't need to have  a  separate  entry  for every  network  in  the  world.    We  simply define that gateway as a "default".  When no specific  route  is  found  for  a  datagram,  the datagram  is  sent to the default gateway.  A default gateway can even be used when there are several gateways  on  a  network.    There  are provisions  for  gateways  to  send a message saying "I'm not the best gateway -- use this one instead."  (The message is sent via ICMP.  See RFC  792.)  Most network software is designed to use these messages to add entries to their routing tables.  Suppose network 128.6.4 has  two gateways, 128.6.4.59 and 128.6.4.1.  128.6.4.59 leads to several other internal Rutgers networks.  128.6.4.1 leads indirectly to the  NSFnet. Suppose  we  set  128.6.4.59  as  a default gateway, and have no other routing table entries.  Now what  happens  when  we  need  to  send  a datagram  to  MIT?    MIT  is  network 18.  Since we have no entry for network 18, the datagram will be sent to the default, 128.6.4.59.   As it  happens,  this  gateway  is the wrong one.  So it will forward the datagram to 128.6.4.1.  But it will also send back an error saying  in effect: "to get to network 18, use 128.6.4.1".  Our software will then add an entry to the routing table.  Any future datagrams to  MIT  will then  go  directly to 128.6.4.1.  (The error message is sent using the ICMP protocol.  The message type is called "ICMP redirect.")

Most IP experts recommend that individual computers should not try  to keep  track  of  the  entire network.  Instead, they should start with default gateways, and let the gateways tell them the routes,  as  just described.   However this doesn't say how the gateways should find out about the routes.  The gateways can't depend upon this strategy.  They have  to  have fairly complete routing tables.  For this, some sort of routing protocol is needed.  A routing protocol is simply a  technique for  the  gateways  to  find each other, and keep up to date about the best way to get to every network.   RFC  1009  contains  a  review  of gateway  design  and  routing.

How does the router make a decision between Routes

Every time a message arrives at an IP router, it makes an individual  decision about where to send it next. There is concept of a session with a preselected path for all traffic. 

Consider a company with facilities in New York, Los Angeles, Chicago and Atlanta. It could build a network from four phone lines forming a loop (NY to Chicago to LA to Atlanta to NY). A message arriving at the NY router could go to LA via either Chicago or Atlanta. The reply could come back the other way.

How does the router make a decision between routes? There is no correct answer. Traffic could be routed by the ”clockwise” algorithm (go NY to Atlanta, LA to Chicago). The routers could alternate, sending one message to Atlanta and the next to Chicago. More sophisticated routing measures traffic patterns and sends data through the least busy link.

If one phone line in this network breaks down, traffic can still reach its destination through a roundabout path. After losing the NY to Chicago line, data can be sent NY to Atlanta to LA to Chicago. This provides continued service though with degraded performance. This kind of recovery is the primary design feature of IP. The loss of the line is immediately detected by the routers in NY and Chicago, but somehow this information must be sent to the other nodes. Otherwise, LA could continue to send NY messages through Chicago, where they arrive at a "dead end." Each network adopts some Router Protocol which periodically updates the routing tables throughout the network with information about changes in route status.

If the size of the network grows, then the complexity of the routing updates will increase as will the cost of transmitting them. Building a single network that covers the entire US would be unreasonably complicated. Fortunately, the Internet is designed as a Network of Networks. This means that loops and redundancy are built into each regional carrier. The regional network handles its own problems and reroutes messages internally. Its Router Protocol updates the tables in its own routers, but no routing updates need to propagate from a regional carrier to the NSF spine or to the other regions (unless, of course, a subscriber switches permanently from one region to another).

IP header

TCP  sends each of these datagrams to IP.  Of course it has to tell IP the Internet address of the computer at the other end.  Note that this is  all  IP  is concerned about.  It doesn't care about what is in the datagram, or even in the TCP header.  IP's job is  simply  to  find  a route for the datagram and get it to the other end.  In order to allow gateways or other intermediate systems to  forward  the  datagram,  it adds  its  own  header.  The main things in this header are the source and destination Internet address (32-bit addresses, like 128.6.4.194), the  protocol  number,  and  another  checksum.    The source Internet address is simply the address of your machine.  (This is necessary  so the  other  end  knows where the datagram came from.)  The destination Internet address is the address  of  the  other  machine.    (This  is necessary  so  any  gateways  in  the  middle  know where you want the datagram to go.)  The protocol number tells IP at  the  other  end  to send  the  datagram  to TCP.  Although most IP traffic uses TCP, there are other protocols that can use IP, so you  have  to  tell  IP  which protocol  to send the datagram to.  Finally, the checksum allows IP at the other end to verify that the header  wasn't  damaged  in  transit. Note  that TCP and IP have separate checksums.  IP needs to be able to verify that the header didn't get damaged in transit, or it could send a  message to the wrong place.  For reasons not worth discussing here, it is both more efficient and safer to have  TCP  compute  a  separate checksum  for  the  TCP  header  and  data.  Once IP has tacked on its header, here's what the message looks like:



    +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-

    |Version|  IHL  | Type of Service |        Total Length 	|

    +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-

    |         Identification        |Flags|      Fragment Offset    	|

    +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-

    |  Time to Live |    Protocol   |         Header Checksum 	|

    +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

    |                       Source Address                         		|

    +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

    |                    Destination Address                      		|

    +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

    |  TCP header, then your data ......                         	|

    |                                                              			|



If we represent the IP header by an "I",  your  file  now  looks  like this:  



   IT....   IT....   IT....   IT....   IT....   IT....   IT....



Again,  the  header contains some additional fields that have not been discussed.  Most of them are beyond the scope of this document.    The flags  and fragment offset are used to keep track of the pieces when a datagram has to be split up.   This  can  happen  when  datagrams  are forwarded through a network for which they are too big.  (This will be discussed a bit more below.)  The time to live is  a  number  that  is decremented  whenever  the  datagram passes through a system.  When it goes to zero, the datagram is discarded.  This is done in case a  loop develops  in the system somehow.  Of course this should be impossible, but  well-designed  networks  are  built  to  cope  with  "impossible" conditions.

At this point, it's possible that no more headers are needed.  If your computer happens to have a direct phone  line  connecting  it  to  the destination  computer,  or  to  a  gateway,  it  may  simply  send the datagrams out on the line (though likely a synchronous  protocol  such as  HDLC  would be used, and it would add at least a few octets at the beginning and end).

�CApa de Transporte (TCP) 

TCP

El mantenimiento de la integridad de los paquetes ( datos libres de errores, no-duplicacion de datos y secuencia de paquetes sin errores), y el establecimiento de comunicación efectiva host-to-host entre sistemas es parte de las funciones de este nivel.

TCP  es responsable por la correcta liberación de datos desde el cliente hasta el servidor. Los datos se pueden perder en redes intermedias, así que TCP  también soporta detección de errores , perdida de datos y activa re-transmisiones hasta que los datos sean correctamente recibidos.

TCP también se encarga de que los comandos lleguen al otro nodo ( the other end) Este protocolo, mantiene registros de lo que ha enviado y re-transmite  los paquetes que no llegan satisfactoriamente al otro extremo. Si un mensaje es muy extenso, TCP lo separa en varios datagramas y se asegura de que estos datagramas lleguen y se coloquen en el orden original.   Estas funciones, son básicas y las utilizan las aplicaciones de nivel superior al TCP. 

Se puede considerar a TCP como una librería de funciones para desarrollar programas de comunicaciones en redes. Igual sucede con IP. Si alguien desarrolla una aplicación que no necesita TCP, puede usar las librerías IP.

TCP/IP esta construido con el modo de conexión sin-conexion.  La información es transmitida como una secuencia de datagramas. (mensaje). Cada uno de esto datagramas es enviado por la red individualmente.

Ejemplo, enviar un archivo de miles de bytes, seguramente no se hará en un solo datagrama. Por lo tanto, TCP administra esta división de la información en  ambos extremos de la conexión.

Note que el termino datagrama y paquete se usa a menudo como sinonimos. Sinembargo, hay una diferencia, "datagram" es una unidad de información transmisible en TCP/IP.  Un paquete, es la unidad de información que se envía por la red física (LAN) por ejemplo por Ethernet u otra red.  Pero si TCP/IP esta encima de X.25, los datagramas serán divididos en paquetes X.25 de 128 bytes.

Esta división y ensamble (de bajo nivel )es transparente para IP, ya que estas tareas son realizadas en niveles inferiores a IP.  Sinembargo, en la mayoría de medios (nivel físico), existen ventajas de eficiencia cuando los datagramas de TCP/IP se envían en un solo paquete.

Datagram fragmentation and reassembly (transport level)

TCP/IP is designed for use  with  many  different  kinds  of  network. Unfortunately,  network  designers  do not agree about how big packets can be.  Ethernet packets can be 1500 octets long.    Arpanet  packets have  a  maximum  of around 1000 octets.  Some very fast networks have much larger packet sizes.  At first, you might think  that  IP  should simply  settle  on  the  smallest  possible size.  Unfortunately, this would cause serious performance problems.    When  transferring  large files, big packets are far more efficient than small ones.  So we want to be able to use the largest packet size possible.  But we also  want to  be  able  to  handle  networks  with  small limits.  There are two provisions for this.  First, TCP has the ability to "negotiate"  about datagram  size.  When a TCP connection first opens, both ends can send the maximum datagram size they can  handle.    The  smaller  of  these numbers  is  used  for  the  rest  of the connection.  This allows two implementations that can handle big datagrams to use  them,  but  also lets  them  talk  to  implementations that can't handle them.  However this doesn't completely solve the problem.  The most  serious  problem is  that the two ends don't necessarily know about all of the steps in between.  For example, when sending data between Rutgers and Berkeley, it is likely that both computers will be on Ethernets.  Thus they will both  be  prepared  to  handle  1500-octet  datagrams.    However  the connection will at some point end up going over the Arpanet.  It can't handle packets of that size.  For this reason, there are provisions to split   datagrams   up   into   pieces.    (This  is  referred  to  as "fragmentation".)  The IP header  contains  fields  indicating  the  a datagram  has  been split, and enough information to let the pieces be put back together.  If a gateway connects an Ethernet to the  Arpanet, it must be prepared to take 1500-octet Ethernet packets and split them into pieces that will fit on the Arpanet.    Furthermore,  every  host implementation  of  TCP/IP  must  be prepared to accept pieces and put them back together.  This is referred to as "reassembly".

TCP/IP implementations differ in the approach they take to deciding on datagram  size.    It  is  fairly  common  for  implementations to use 576-byte datagrams whenever they can't verify that the entire path  is able  to  handle larger packets.  This rather conservative strategy is used because of the number of implementations with bugs in the code to reassemble  fragments.    Implementors  often try to avoid ever having fragmentation occur.  Different implementors take different approaches

to  deciding  when  it  is safe to use large datagrams.  Some use them only for the local network.  Others will use them for any  network  on the   same   campus.    576  bytes  is  a  "safe"  size,  which  every implementation must support.

Protocolos TCP

Los servicios mas importantes y tradicionales de TCP/IP para la capa superior (aplicacion) son : 

	-Transferencia de Archivos ( FTP)

	-Login Remoto (TELNET)

	-Correro Electrónico ( SMTP)

Transferencia de Archivos (FTP)

El acceso a directorios y archivos en nodos remotos, así como también el cambio  de directorio de trabajo (cd), listado de archivos, renombrado y visualización son realizadas por el FTP.

El protocolo de transferencia de Archivos ( File Transfer Protocol -FTP), -RFC 959- permite al usuario en cualquier nodo de la red, obtener copias de archivos de cualquier nodo. Además de obtener, le permite depositar copias de archivos de su nodo en cualquier nodo de la red. La seguridad del FTP, es el de nivel C1, es decir user-password.

También existe un protocolo mas sencillo, llamado TFTP (Trivial File Transfer Protocol) que solamente permite, obtener listados de directorios y copias de archivos de otros nodos, estableciendo una conexión sin tener que proporcionar el user:password. Estor archivos, generalmente deberán tener permiso de lectura para todos.

Login Remoto(TELNET)

El protocolo de terminal en red (network terminal protocol -TELNET)  -RFC 854,855, permite a un usuario en un nodo de la red, hacer login en otro nodo.

Una vez establecida la conexión y habiendo entregado el user-password,  se tiene acceso a los recursos computacionales permitidos a dicho usuario.   La aplicación que implementa el protocolo TELNET, es similar a lo que antes se conocía como terminal emulado.

Correo Electrónico(SMTP, e-mail)

Este protocolo (SMTP Simple Mail Transfer Protocol) permite enviar mensajes electrónicos de un usuario en un nodo de la red, a cualquier otro usuario de la inter-red.

Los mensajes de correo electrónico (e-mail), requieren de maquinas conectadas en red todo el tiempo. Por eso, los servidores ( receptores de e-mails) deben estar en sistemas grandes donde corren todo el día y todos los días.  Si de casualidad el nodo esta desconectado, los mensajes se devuelve al que lo origino.

Las especificaciones de e-mail se pueden leer en los RFC 821 y 822  y e RFC 937 habla sobre servidores e-mail

Otros Protocolos

Algunos de estos protocolos, fueron diseñados por la Universidad de Berqueley (UNIX) y otros por la SUN (SOLARIX), Aunque no son oficialmente parte del internet protocol suite, estos son implementados usando TCP/IP simplemente como una aplicación protocolo TCP/IP. 

Since the protocol definitions are not  considered  proprietary, and since commercially-support  implementations  are  widely  available,  it  is reasonable to think of these protocols as being  effectively  part  of the  Internet  suite.  Note that the list above is simply a sample of the sort of services available  through  TCP/IP. However  it  does contain  the majority of the "major"  applications. The other commonly-used protocols tend to be specialized facilities for getting information of various kinds, such as who is logged in, the time of day, etc.  However if you need a facility that is not listed here,  we encourage  you  to  look  through  the  current  edition  of  Internet Protocols (currently RFC 1011),  which  lists  all  of  the  available protocols,   and   also   to   look   at  some  of  the  major  TCP/IP implementations to see what various vendors have added.

Sistema de archivo en Red (NFS)

network  file  systems.  This allows a system to access files on  another computer in a somewhat more  closely  integrated  fashion than FTP.  A network file system provides the illusion that disks or other devices from one system are directly connected to  other systems. There  is no need to use a special network utility to access a file on another system.  Your computer simply thinks  it has  some  extra disk drives.  These extra "virtual" drives refer to the other system's disks. This  capability  is  useful  for several different purposes.  It lets you put large disks on a few computers, but still give others access to the disk space.  Aside from the obvious economic benefits, this allows people working on several computers  to  share  common  files. It  makes  system maintenance  and  backup  easier, because you don't have to worry about updating  and  backing  up  copies  on  lots  of  different machines.  A  number  of  vendors  now  offer  high-performance diskless computers. These computers have no disk drives at all.They are  entirely dependent upon disks attached to common "file servers".  (See  RFC's  1001  and  1002  for  a  description of PC-oriented NetBIOS over TCP. In the workstation  and minicomputer area, Sun's Network File System is more likely to be used.  Protocol  specifications  for  it are available from Sun Microsystems.) 

Impresion Remota (RLP)

Remote printing.  This allows you to  access  printers  on  other computers  as if they were directly attached to yours.  (The most commonly used protocol is the remote  lineprinter  protocol  from Berkeley  Unix.  Unfortunately, there is no protocol document for this.  However the C code is easily obtained  from  Berkeley,  so implementations are common.)

Ejecucion Remota (RSH)

Remote  execution.   This allows you to request that a particular program be run on a different computer.  This is useful when  you can  do  most  of  your work on a small computer, but a few tasks require the resources of a larger system.  There are a number  of different  kinds  of remote execution.  Some operate on a command by command basis.  That is, you request that a  specific  command or  set  of commands should run on some specific computer.  (More sophisticated versions will choose a system that  happens  to  be free.)    However  there are also "remote procedure call" systems that allow a program to  call  a  subroutine  that  will  run  on another  computer.    (There  are  many  protocols  of this sort. 

Berkeley Unix contains two servers to execute commands  remotely: rsh  and  rexec.   The man pages describe the protocols that they use.  The user-contributed software with Berkeley 4.3 contains  a "distributed  shell"  that  will  distribute tasks among a set of systems, depending upon load.  Remote procedure  call  mechanisms have  been  a  topic  for research for a number of years, so many organizations have implementations of such facilities.  The  most widespread commercially-supported remote procedure call protocols seem to be Xerox's Courier and Sun's RPC.  Protocol documents are available  from  Xerox and Sun.  There is a public implementation of Courier over TCP as part of the user-contributed software with Berkeley  4.3.   An implementation of RPC was posted to Usenet by Sun, and also appears as part of  the  user-contributed  software with Berkeley 4.3.)

Servidor de Nombres

Name  servers.    In  large  installations, there are a number of different collections of names that have to  be  managed.    This includes  users  and their passwords, names and network addresses for computers, and accounts.  It becomes  very  tedious  to  keep this data up to date on all of the computers.  Thus the databases are kept on a small number of systems.  Other systems access  the data over the network.  (RFC 822 and 823 describe the name server protocol used to keep track of host names and Internet  addresses on  the  Internet.    This  is  now a required part of any TCP/IP implementation.  IEN 116 describes an older name server  protocol that is used by a few terminal servers and other products to look up host names.  Sun's  Yellow  Pages  system  is  designed  as  a general  mechanism to handle user names, file sharing groups, and other databases commonly used by Unix  systems.    It  is  widely available  commercially.    Its  protocol definition is available from Sun.)

Servidor de Terminales

Terminal servers.  Many installations no longer connect terminals directly  to  computers.    Instead they connect them to terminal servers.  A terminal server is simply a small computer that  only knows  how  to  run  telnet  (or some other protocol to do remote login).  If your terminal is  connected  to  one  of  these,  you simply  type the name of a computer, and you are connected to it. 

Generally it is possible to have active connections to more  than one  computer  at  the  same time.  The terminal server will have provisions to switch between connections rapidly, and  to  notify you  when  output  is  waiting for another connection.  (Terminal servers use the telnet protocol, already mentioned.  However  any real terminal server will also have to support name service and a number of other protocols.)

Sistemas de Ventanas orientados a Red

Network-oriented  window  systems.  Until recently,   high-performance  graphics  programs had to execute on a computer that had  a  bit-mapped  graphics  screen   directly  attached  to  it. 

Network  window  systems  allow  a  program to use a display on a different computer.  Full-scale network window systems provide an interface  that  lets you distribute jobs to the systems that are best  suited  to  handle  them,  but  still  give  you  a  single graphically-based  user  interface.  (The most widely-implemented window system is X. A  protocol  description  is  available  from MIT's  Project  Athena.  A reference  iplementation is publically available from MIT.  A number  of  vendors  are  also  supporting NeWS,  a window system defined by Sun.  Both of these systems are designed to use TCP/IP.)  

UPD ( User Datagram Protocol)

Con ayuda del protocolo de Datagramas, (UDP - RFC 768), una aplicacion puede enviar bloques de mensajes sin la carga que involuca el mantenimiento de un circuto virtual (connection-oriented)  y la identificacion de paquetes. Es decir, que UDP provee servicio de coneccion no confirmada ( connection-less ).  

Un ejemplo clasico, es el servicio de correo, pues el destinatario no confirma la recepcion del paquete al emisor.  Nunca se sabe realmente si la carta que se envia le llega al d estinatario.

 Protocolos superiores basados en UDP

Upper level applications using UDP include:

	-TFTP

	-Network File System (NFS)

	-Broadcasts

 UDP and ICMP

So far, we have described only connections that use TCP.  Recall  that TCP  is  responsible  for  breaking  up  messages  into datagrams, and reassembling them properly.  However in  many  applications,  we  have messages  that  will  always  fit in a single datagram.  An example is name lookup.  When a user attempts to make  a  connection  to  another system,  he  will  generally  specify  the system by name, rather than Internet address.  His system has to translate that name to an address before  it  can  do  anything.  Generally, only a few systems have the database used to translate names to addresses.  So the  user's  system will want to send a query to one of the systems that has the database. This query is going to be very short.  It will certainly  fit  in  one datagram.    So  will the answer.  Thus it seems silly to use TCP.  Of course TCP does more than just break things up  into  datagrams.    It also  makes  sure  that  the  data  arrives, resending datagrams where necessary.  But for a question that fits  in  a  single  datagram,  we don't  need  all the complexity of TCP to do this.  If we don't get an answer after a few seconds, we can just ask again.   For  applications like this, there are alternatives to TCP.

The most common alternative is UDP ("user datagram protocol").  UDP is designed for applications where you don't need  to  put  sequences  of datagrams  together.  It fits into the system much like TCP.  There is a UDP header.  The network software puts the UDP header on  the  front of  your  data, just as it would put a TCP header on the front of your data.  Then UDP sends the data  to  IP,  which  adds  the  IP  header, putting  UDP's  protocol number in the protocol field instead of TCP's protocol number.  However UDP doesn't do as much  as  TCP  does.  It doesn't  split data into multiple datagrams.  It doesn't keep track of what it has sent so it can resend if necessary.  About  all  that  UDP provides  is  port  numbers,  so  that several programs can use UDP at once.  UDP port numbers are used just like TCP port  numbers.    There are  well-known  port numbers for servers that use UDP.  Note that the UDP header is shorter than a TCP header.   It  still  has  source  and destination  port  numbers,  and  a checksum, but that's about it.  No sequence number, since it is not needed.  UDP is used by the protocols that  handle  name  lookups (see IEN 116, RFC 882, and RFC 883), and a number of similar protocols.



Another  alternative  protocol  is  ICMP  ("Internet  control  message protocol").    ICMP  is  used  for  error messages, and other messages intended for the TCP/IP software itself, rather  than  any  particular user  program.  For example, if you attempt to connect to a host, your system may get back an ICMP message saying "host unreachable".    ICMP can  also be used to find out some information about the network.  See RFC 792 for details of ICMP.  ICMP is  similar  to  UDP,  in  that  it handles messages that fit in one datagram.  However it is even simpler than UDP.  It doesn't even have port numbers in its header.  Since all ICMP  messages are interpreted by the network software itself, no port numbers are needed to say where a ICMP message is supposed to go.

�CAPA: APLICACION

Well-known sockets and the applications layer



So far, we have described how a stream  of  data  is  broken  up  into datagrams,  sent  to another computer, and put back together.  However something more is needed  in  order  to  accomplish  anything  useful. There  has  to  be  a  way for you to open a connection to a specified computer, log into it, tell it what file you  want,  and  control  the transmission  of  the  file.   (If you have a different application in mind, e.g. computer mail, some analogous protocol is needed.)  This is done  by  "application  protocols".  The application protocols run "on top" of TCP/IP.  That is, when they want to send a message, they  give the  message  to  TCP.   TCP makes sure it gets delivered to the other end.  Because TCP and IP take care of all the networking details,  the applications  protocols can treat a network connection as if it were a simple byte stream, like a terminal or phone line.

Before going into more details about applications programs, we have to describe how you find an application.  Suppose you want to send a file to a computer whose Internet address  is  128.6.4.7.    To  start  the process,  you  need  more than just the Internet address.  You have to connect to the FTP server at the  other  end.    In  general,  network programs  are  specialized  for a specific set of tasks.  Most systems have separate programs  to  handle  file  transfers,  remote  terminal logins, mail, etc.  When you connect to 128.6.4.7, you have to specify that you want to talk to the FTP server.    This  is  done  by  having "well-known  sockets"  for  each  server.    Recall that TCP uses port numbers to keep track of  individual  conversations.    User  programs normally  use more or less random port numbers.  However specific port numbers are assigned to the programs that sit  waiting  for  requests. For  example,  if  you  want  to send a file, you will start a program called "ftp".  It will open a connection using some random number, say 1234,  for  the  port number on its end.  However it will specify port number 21 for the other end.  This is the official port number for the FTP server.  Note that there are two different programs involved.  You run ftp on your side.  This is a program designed to  accept  commands from  your  terminal  and  pass them on to the other end.  The program that you talk to on the other machine  is  the  FTP  server.    It  is designed  to  accept commands from the network connection, rather than an interactive terminal.  There is no need for your program to  use  a well-known  socket  number  for  itself.  Nobody is trying to find it. 

However the servers have to have well-known numbers,  so  that  people can  open  connections  to  them and start sending them commands.  The official  port  numbers  for  each  program  are  given  in  "Assigned Numbers".

Note  that  a  connection is actually described by a set of 4 numbers: the Internet address at each end, and the TCP port number at each end. Every  datagram  has  all  four of those numbers in it.  (The Internet addresses are in the IP header, and the TCP port numbers  are  in  the TCP header.)  In order to keep things straight, no two connections can have the same set of numbers.  However it is enough for any one number to  be  different.    For  example,  it  is perfectly possible for two different users on a machine to be sending files  to  the  same  other machine.    This  could  result  in  connections  with  the  following parameters:



                   Internet addresses         		TCP ports

    connection 1  128.6.4.194, 128.6.4.7      	1234, 21

    connection 2  128.6.4.194, 128.6.4.7      	1235, 21



Since the same machines are involved, the Internet addresses  are  the same.    Since  they  are  both  doing  file transfers, one end of the connection involves the well-known port number  for  FTP.    The  only thing  that  differs is the port number for the program that the users are running.  That's enough of a difference.  Generally, at least  one end  of  the  connection asks the network software to assign it a port number that is guaranteed to be unique.   Normally,  it's  the  user's end, since the server has to use a well-known number. 



Now  that  we  know  how  to  open  connections, let's get back to the applications programs.  As mentioned earlier, once TCP  has  opened  a connection,  we  have  something  that might as well be a simple wire. All the hard parts are handled by TCP and IP.  However we  still  need some  agreement  as  to  what we send over this connection.  In effect this is simply an agreement on what set of  commands  the  application will  understand,  and  the  format  in  which  they  are  to be sent.

Generally, what is sent is a combination of commands and data.   They use context  to  differentiate.  For example, the mail protocol works like this: Your mail program opens a connection to the mail server  at the  other end.  Your program gives it your machine's name, the sender of the message, and the recipients you want it sent to.  It then sends a  command saying that it is starting the message.  At that point, the other end  stops  treating  what  it  sees  as  commands,  and  starts accepting  the  message.  Your end then starts sending the text of the message.  At the end of the message, a special mark is sent (a dot  in the first column).  After that, both ends understand that your program is again sending commands.  This is the simplest way to do things, and the one that most applications use.

File  transfer  is  somewhat more complex.  The file transfer protocol involves two different connections.  It starts  out  just  like  mail. The user's program sends commands like "log me in as this user", "here is my password", "send me the file with this name".  However once  the command  to  send  data is sent, a second connection is opened for the data itself.  It would certainly be possible to send the data  on  the same  connection,  as  mail does.  However file transfers often take a long time.  The designers of the  file  transfer  protocol  wanted  to allow  the  user  to  continue  issuing commands while the transfer is going on.  For example, the user might make an inquiry,  or  he  might abort  the  transfer.    Thus  the designers felt it was best to use a separate connection for  the  data  and  leave  the  original  command connection  for  commands.    (It  is  also  possible  to open command connections to two different computers, and tell them to send  a  file from  one  to  the other.  In that case, the data couldn't go over the command connection.)

Remote terminal connections use another mechanism still.   For  remote logins,  there  is just one connection.  It normally sends data.  When it is necessary to send a command (e.g. to set the terminal type or to change  some  mode),  a special character is used to indicate that the next character is a command.  If the user happens to type that special character as data, two of them are sent.

We  are  not  going to describe the application protocols in detail in this document.  It's better to read the RFC's yourself.  However there are  a  couple of common conventions used by applications that will be described here.  First, the common network representation:  TCP/IP  is intended  to  be  usable  on  any  computer.    Unfortunately, not all computers agree on how data is represented.  There are differences  in character  codes  (ASCII  vs.  EBCDIC),  in  end  of  line conventions (carriage return, line feed, or a representation using counts), and in whether  terminals expect characters to be sent individually or a line at a time.   In  order  to  allow  computers  of  different  kinds  to communicate,   each   applications   protocol   defines   a   standard representation.    Note  that  TCP  and  IP  do  not  care  about  the representation.    TCP  simply  sends octets.  However the programs at both ends have to agree on how the octets are to be interpreted.   The RFC  for  each  application  specifies the standard representation for that application.  Normally it  is  "net  ASCII".    This  uses  ASCII characters,  with end of line denoted by a carriage return followed by a line feed.  For remote login,  there  is  also  a  definition  of  a "standard terminal", which turns out to be a half-duplex terminal with echoing happening on the local machine.  Most applications also  make provisions  for  the  two  computers to agree on other representations that they may find more convenient.  For example, PDP-10's have 36-bit words.  There  is a way that two PDP-10's can agree to send a 36-bit binary file.  Similarly, two systems that prefer full-duplex terminal conversations can agree on  that.  However each application has a standard representation, which every machine must support.

SMTP example of aplication protocol

In order to give a bit better idea what is involved in the application protocols,  I'm  going  to  show an example of SMTP, which is the mail protocol.  (SMTP is "simple mail transfer protocol.)  We assume that a computer called TOPAZ.RUTGERS.EDU wants to send the following message.



  Date: Sat, 27 Jun 87 13:26:31 EDT

  From: hedrick@topaz.rutgers.edu

  To: levy@red.rutgers.edu

  Subject: meeting



  Let's get together Monday at 1pm.



First,  note  that the format of the message itself is described by an Internet standard (RFC 822).  The standard specifies the fact that the message  must be transmitted as net ASCII (i.e. it must be ASCII, with carriage return/linefeed to delimit lines).   It  also  describes  the general  structure, as a group of header lines, then a blank line, and

then the body of the message.  Finally, it describes the syntax of the header  lines in detail.  Generally they consist of a keyword and then a value.



Note  that  the  addressee  is  indicated   as   LEVY@RED.RUTGERS.EDU. Initially,  addresses were simply "person at machine".  However recent standards have made things more flexible.  There  are  now  provisions for  systems  to handle other systems' mail.  This can allow automatic forwarding on behalf of computers not connected to the Internet.    It can be used to direct mail for a number of systems to one central mail

server.  Indeed there is no requirement that an actual computer by the name  of RED.RUTGERS.EDU even exist.  The name servers could be set up so that you mail to department names, and each  department's  mail  is routed  automatically to an appropriate computer.  It is also possible that the part before the @ is something other than a user name.  It is possible  for  programs  to be set up to process mail.  There are also provisions  to  handle  mailing  lists,  and  generic  names  such  as



"postmaster" or "operator".



The  way  the  message is to be sent to another system is described by RFC's 821 and 974.  The program that is going to be doing the  sending asks  the  name server several queries to determine where to route the message.  The first query is to find out which  machines  handle  mail for  the  name RED.RUTGERS.EDU.  In this case, the server replies that RED.RUTGERS.EDU handles its own mail.  The program then asks  for  the

address of RED.RUTGERS.EDU, which is 128.6.4.2.  Then the mail program opens a TCP connection to port 25  on  128.6.4.2.    Port  25  is  the well-known  socket  used  for receiving mail.  Once this connection is established, the mail program starts sending  commands.    Here  is  a typical  conversation.  Each line is labelled as to whether it is from TOPAZ or RED.  Note that TOPAZ initiated the connection:



    RED    220 RED.RUTGERS.EDU SMTP Service at 29 Jun 87 05:17:18 EDT

    TOPAZ  HELO topaz.rutgers.edu

    RED    250 RED.RUTGERS.EDU - Hello, TOPAZ.RUTGERS.EDU

    TOPAZ  MAIL From:<hedrick@topaz.rutgers.edu>

    RED    250 MAIL accepted

    TOPAZ  RCPT To:<levy@red.rutgers.edu>

    RED    250 Recipient accepted

    TOPAZ  DATA

    RED    354 Start mail input; end with <CRLF>.<CRLF>

    TOPAZ  Date: Sat, 27 Jun 87 13:26:31 EDT

    TOPAZ  From: hedrick@topaz.rutgers.edu

    TOPAZ  To: levy@red.rutgers.edu

    TOPAZ  Subject: meeting

    TOPAZ

    TOPAZ  Let's get together Monday at 1pm.

    TOPAZ  .

    RED    250 OK

    TOPAZ  QUIT

    RED    221 RED.RUTGERS.EDU Service closing transmission channel



First, note that commands all use normal text.  This is typical of the Internet  standards.    Many  of  the  protocols  use  standard  ASCII commands.  This makes it easy  to  watch  what  is  going  on  and  to diagnose  problems.  For example, the mail program keeps a log of each conversation.  If something goes wrong, the log  file  can  simply  be mailed  to  the  postmaster.  Since it is normal text, he can see what was going on.  It also allows a human to interact  directly  with  the mail  server,  for  testing.  (Some newer protocols are complex enough that this is not practical.  The commands would have to have a  syntax that would require a significant parser.  Thus there is a tendency for

newer protocols to use binary formats.  Generally they are  structured like  C or Pascal record structures.)  Second, note that the responses all begin with numbers.  This is also typical of  Internet  protocols. The  allowable  responses  are  defined  in the protocol.  The numbers allow the user program to respond unambiguously.    The  rest  of  the response  is  text,  which is normally for use by any human who may be watching or looking at a log.  It has no effect on  the  operation  of the  programs.  (However there is one point at which the protocol uses part of the text of the response.)   The  commands  themselves  simply allow  the  mail  program  on  one  end  to  tell  the mail server the information it needs to know in order to deliver the message.  In this case,  the  mail  server  could  get the information by looking at the message itself.  But for more complex cases, that would not  be  safe. Every  session  must  begin  with  a HELO, which gives the name of the system that initiated the connection.  Then the sender and  recipients are specified.  (There can be more than one RCPT command, if there are several recipients.)  Finally the data itself is sent.  Note that  the text  of the message is terminated by a line containing just a period. (If such a line appears in the message, the period is doubled.)  After the  message  is  accepted,  the  sender  can send another message, or terminate the session as in the example above.



Generally, there is a pattern to the response numbers.   The  protocol defines  the  specific set of responses that can be sent as answers to any given command.  However programs that don't want to  analyze  them in  detail  can  just  look at the first digit.  In general, responses that begin with a 2  indicate  success.    Those  that  begin  with  3

indicate  that some further action is needed, as shown above.  4 and 5 indicate errors.  4 is a "temporary" error, such as  a  disk  filling. The  message should be saved, and tried again later.  5 is a permanent error, such as a  non-existent  recipient.    The  message  should  be returned to the sender with an error message.



(For  more  details about the protocols mentioned in this section, see RFC's 821/822 for mail, RFC 959 for file transfer, and  RFC's  854/855 for  remote  logins.  For the well-known port numbers, see the current edition of Assigned Numbers, and possibly RFC 814.)

�Sistema de Nombres de Dominio (DNS)

Un sistema de comunicacion abierto, debe proveer el servicio de de comunicaion universal, en la medida en que este permite a cualquier nodo de la red global comunicarse con cualquier otro nodo. Entonces, se neceista de un metodo para identificar cualquier nodo de la red universal.   Ya en la seccion anterio sobre direcciones IP, se explica en detalle la estructura del identificador de nodo, en cuanto al aspecto de direccion de red.

Los identificadores de nodo, son varias cosas como;  nombre , direccion IP y ruta.  Shoch[1978] sugiere que un nombre, identifica que cosa es un objeto, una direccion identifica donde esta el objeto, y la ruta indica como se llega a dicho objeto.

Aun que nombre, direccion y ruta parecen ser sinonimos, vemos claramente sus particularidades de acuerdo Shoch. Ademas, estos terminos se refieren a representacion de nodos en niveles de red inferiores sucesivamente. 

Addressing

As  far  as  the  user  is concerned, all he needs to know in order to access another system is an "Internet address".  This  is  an  address that looks like 128.6.4.194.  It is actually a 32-bit number.  However it is normally written as 4 decimal numbers, each representing 8  bits of  the  address.  (The term "octet" is used by Internet documentation for such 8-bit chunks.  The term "byte" is not used, because TCP/IP is supported  by  some computers that have byte sizes other than 8 bits.) Generally the structure of the  address  gives  you  some  information about  how  to  get  to  the  system.  For example, 128.6 is a network number assigned by a central authority to Rutgers University.  Rutgers uses  the  next  octet  to  indicate  which of the campus Ethernets is involved.  128.6.4 happens to be an  Ethernet  used  by  the  Computer Science  Department.    The last octet allows for up to 254 systems on each Ethernet.  (It is 254 because 0 and  255  are  not  allowed,  for reasons  that  will  be  discussed  later.)  Note that 128.6.4.194 and 128.6.5.194 would be different systems.  The structure of an  Internet address is described in a bit more detail later.

Of  course  we  normally  refer  to  systems  by  name, rather than by Internet address.  When we specify a name, the network software  looks it  up  in  a  database,  and comes up with the corresponding Internet address.  Most of the network software deals strictly in terms of  the address.  (RFC 882 describes the name server technology used to handle this lookup.)

Addresses

We just looked at the four layers of the DOD Model. We will not examine at how each layer of the DOD Model identifies or addresses a remote host.

  

On connecting two systems together using TCP/IP, each protocol layers on one host communicates directly with the  corresponding layer on the other host. For example, one network access layer on this host communicates directly with the network access layer   on different host.

  

          Layer                    Addressing Method

  

          Process/Application      Host Name

  

          Internet                 IP address

  

          Network Access           Hardware address

Domain Names

  

Internet is part of thousand of systems, it is possible for two difference computers bear the same identification. For example, two difference organizations may select the same  name of  LAN system in their respective finance department LAN-FIN. To avoid confusion, we may want some way to clearly identify a host that may be present  anywhere in the world. To avoid any misunderstanding, the internet has number of domains. Each domain is further divided into sub-domains and they also can be divided further.

  

The following domains are included in the Internet.

  

          MIL  Used by the Department of Defense

  

          EDU  Used by colleges and universities

  

          COM  Used by corporations

  

          ARPA Used to manage the internet.

  

          Set of domains separated by comma is present in the domain name. For

  example, the computer, "LAN-FIN located at Nations Bank might has the following

  domain name.

  

          LAN-FIN.NATIONS.BK

  

IP Address

  

Software address is a must in all hosts at the internet layer. In TCP/IP the software   address for a host is the internet or IP address.  This address gives identification  of

network to which the host is attached. Forwarding of messages to the correct destination is used by the address routers.

  

The internet address of the host makes up of four bytes and has both a network and node address. For every computer, the network portion of its address should match   the network address of  any other computer on the network. There must be a unique host portion.

  

SRI International assigned network address on all machines which are on internet.

In most cases, the address is a dotted decimal notation. (e.g. 88.35.54.11). Three classes of internet network addresses is supported by the Internet protocol.

  



Subnet Masks

  

Break up your network into smaller networks is called subnetting. Subnetting, redefines how the IP address  to indicate a network and note.

  

For example,   you may want that your site which has to many system or spread out over a very large area to effectively managed as a single to be divided into smaller network, routers filter traffic to decrease the amount of networking activity experienced  by any of the hosts. However, dividing your network and keeping several network addresses may cause problems on a large internet that needs your site to be seen as a   single network.

  

If your site has a Class B network address, you may have all the systems on your network match to recognize the first byte  of the node address to be part of the network  address.

  

Four bytes in dotted notation is a representation of a subnet mask. Network portion of an address is set to 1 by each bit of the internet address representation. and the bits  representing the node portion are set to 0.

  

Host Tables

     

A Host table indicate addressed for the hosts linked on the internet.  The name of a machine to the internet or software are translated by the Host tables.

  

Format

  

The hosts file consists of information of the known hosts. For each host, the following information should be present on a single line.

  

     Internet-address         Official-host-name 	aliases

  

The blanks and or TAB characters separate items. A "#" identifies the beginning of a  comments. The characters following a "#" are not read by the Routines that search the file.

  

     For example:

  

     88.35.25.11         	Nations-ns386 	localhost

  

     88.23.105.65        LAN-FIN

  

     128.0.0.2      	Loopback

  

Hardware Address

  

Each host has a difference physical (or hardware) address at the network access layer.  In network interface card, the physical address is burned into a prom. The network access layer is difference for every network board and is six bytes long. 

  

In most cases, a physical address is displayed in dotted hexadecimal notation. The first three bytes are assigned by the IEEE committee for identify vendor's ID and last three bytes are assigned by the manufacturing company.

  

Broadcast Address 

  

Special hardware address is used on the Broadcast messages. A message sent to all hosts on  a network passes to the following address:

  

          FF.FF.FF.FF.FF.FF

  

Common Vendor IDs

  

     Some of the common manufacture's IDs are listed below:

  

          Novell         00 00 1B

  

          Novell         08 00 14

  

          3com      02 60 8c

  

          Sun       08 00 20

  

          IBM       08 00 5a

  

          DEC       AA 00 04

  

Address Resolution protocol

  

We should map a host IP address to a hardware address between the internet and network access layers. The MAC header of the frame used the hardware address.

  

To identify the hardware address of another host, a host uses a Address Resolution Protocol (ARP).  Mapping of IP addresses to the hardware addresses of the different systems and router on your network is listed  on a table on your network board.

  

ARP Table

  

Mapping of IP address to hardware addresses is maintained on a table on the system. This table works in exactly the same as your host table, translating an IP to an Ethernet address.  In a way, ARP table is not usually maintained by you or your network administrator, but is created by the ARP protocol when it is needed.

  

For user, this process is transparent. On most implementations of TCP/IP, you can look at your ARP table or even write manual entries to the table in the unlikely event that your destination does not support ARP.



Keeping track of names and information: the domain system



As we indicated earlier, the network software generally needs a 32-bit

Internet  address  in  order  to open a connection or send a datagram.

However users prefer to deal with computer names rather than  numbers.

Thus  there  is  a database that allows the software to look up a name

and find the corresponding number.  When the Internet was small,  this

was  easy.  Each system would have a file that listed all of the other

systems, giving both their name and number.  There are  now  too  many

computers  for  this  approach to be practical.  Thus these files have

been replaced by a set of name servers that keep track of  host  names

and  the corresponding Internet addresses.  (In fact these servers are

somewhat more general than that.  This is just one kind of information

stored in the domain system.)  Note that a set of interlocking servers

are used, rather than a single central one.  There  are  now  so  many

different  institutions  connected  to  the  Internet that it would be

impractical for them to  notify  a  central  authority  whenever  they

installed  or moved a computer.  Thus naming authority is delegated to

individual institutions.  The name servers form a tree,  corresponding

to  institutional  structure.    The names themselves follow a similar

structure.  A typical example is the name BORAX.LCS.MIT.EDU.  This  is

a  computer  at  the Laboratory for Computer Science (LCS) at MIT.  In

order to find its Internet address,  you  might  potentially  have  to

consult  4  different  servers.  First, you would ask a central server



 (called the root) where the EDU server is.  EDU is a server that keeps

track of educational institutions.  The root server would give you the

names and Internet addresses of several servers for EDU.   (There  are

several  servers  at  each  level,  to allow for the possibly that one

might be down.)  You would then ask EDU where the server for  MIT  is.

Again,  it  would  give  you  names  and Internet addresses of several

servers for MIT.  Generally, not all of those servers would be at MIT,

to  allow for the possibility of a general power failure at MIT.  Then

you would ask MIT where the server for LCS is, and finally  you  would

ask one of the LCS servers about BORAX.  The final result would be the

Internet address for BORAX.LCS.MIT.EDU.    Each  of  these  levels  is

referred  to  as  a  "domain".  The entire name, BORAX.LCS.MIT.EDU, is

called a "domain name".    (So  are  the  names  of  the  higher-level

domains, such as LCS.MIT.EDU, MIT.EDU, and EDU.)



Fortunately,  you  don't really have to go through all of this most of

the time.  First of all, the root name servers also happen to  be  the

name  servers  for  the  top-level domains such as EDU.  Thus a single

query to a root  server  will  get  you  to  MIT.    Second,  software

generally  remembers answers that it got before.  So once we look up a

name at LCS.MIT.EDU, our software remembers where to find servers  for

LCS.MIT.EDU,  MIT.EDU,  and EDU.  It also remembers the translation of

BORAX.LCS.MIT.EDU.  Each of these pieces of information has a "time to

live"  associated with it.  Typically this is a few days.  After that,

the information expires and has to be looked up again.    This  allows

institutions to change things.



The  domain  system  is not limited to finding out Internet addresses.

Each domain name is a node in a database.  The node can  have  records

that  define  a number of different properties.  Examples are Internet

address, computer type, and a list of services provided by a computer.

A  program  can  ask  for  a  specific  piece  of  information, or all

information about a given name.  It is possible  for  a  node  in  the

database  to  be  marked as an "alias" (or nickname) for another node.

It is also possible to use the  domain  system  to  store  information

about users, mailing lists, or other objects.



There  is  an  Internet  standard  defining  the  operation  of  these

databases, as well as the protocols used  to  make  queries  of  them.

Every  network utility has to be able to make such queries, since this

is now the official way to evaluate host names.   Generally  utilities

will talk to a server on their own system.  This server will take care

of contacting the other servers for them.  This keeps down the  amount

of code that has to be in each application program.



The  domain  system  is  particularly  important for handling computer

mail.  There are entry types to define what computer handles mail  for

a  given  name, to specify where an individual is to receive mail, and

to define mailing lists.



(See RFC's 882, 883, and 973 for specifications of the domain  system.

RFC 974 defines the use of the domain system in sending mail.)





�Problemas en Administracion TCP/IP

Undiagnosed Problems



IBM designs its SNA networks to be centrally managed. If any error occurs,

it is reported to the network authorities. By design, any error is a

problem that should be corrected or repaired. IP networks, however, were

designed to be robust. In battlefield conditions, the loss of a node or

line is a normal circumstance. Casualties can be sorted out later on, but

the network must stay up. So IP networks are robust. They automatically

(and silently) reconfigure themselves when something goes wrong. If there

is enough redundancy built into the system, then communication is

maintained.



In 1975 when SNA was designed, such redundancy would be prohibitively

expensive, or it might have been argued that only the Defense Department

could afford it. Today, however, simple routers cost no more than a PC.

However, the TCP/IP design that, "Errors are normal and can be largely

ignored," produces problems of its own.



Data traffic is frequently organized around "hubs," much like airline

traffic. One could imagine an IP router in Atlanta routing messages for

smaller cities throughout the Southeast. The problem is that data arrives

without a reservation. Airline companies experience the problem around

major events, like the Super Bowl. Just before the game, everyone wants to

fly into the city. After the game, everyone wants to fly out. Imbalance

occurs on the network when something new gets advertised. Adam Curry

announced the server at "mtv.com" and his regional carrier was swamped with

traffic the next day. The problem is that messages come in from the entire

world over high speed lines, but they go out to mvt.com over what was then

a slow speed phone line.



Occasionally a snow storm cancels flights and airports fill up with

stranded passengers. Many go off to hotels in town. When data arrives at a

congested router, there is no place to send the overflow. Excess packets

are simply discarded. It becomes the responsibility of the sender to retry

the data a few seconds later and to persist until it finally gets through.

This recovery is provided by the TCP component of the Internet protocol.



TCP was designed to recover from node or line failures where the network

propagates routing table changes to all router nodes. Since the update

takes some time, TCP is slow to initiate recovery. The TCP algorithms are

not tuned to optimally handle packet loss due to traffic congestion.

Instead, the traditional Internet response to traffic problems has been to

increase the speed of lines and equipment in order to say ahead of growth

in demand.



TCP treats the data as a stream of bytes. It logically assigns a sequence

number to each byte. The TCP packet has a header that says, in effect,

"This packet starts with byte 379642 and contains 200 bytes of data." The

receiver can detect missing or incorrectly sequenced packets. TCP

acknowledges data that has been received and retransmits data that has been

lost. The TCP design means that error recovery is done end-to-end between

the Client and Server machine. There is no formal standard for tracking

problems in the middle of the network, though each network has adopted some

ad hoc tools.



Need to Know



There are three levels of TCP/IP knowledge. Those who administer a regional

or national network must design a system of long distance phone lines,

dedicated routing devices, and very large configuration files. They must

know the IP numbers and physical locations of thousands of subscriber

networks. They must also have a formal network monitor strategy to detect

problems and respond quickly.



Each large company or university that subscribes to the Internet must have

an intermediate level of network organization and expertise. A half dozen

routers might be configured to connect several dozen departmental LANs in

several buildings. All traffic outside the organization would typically be

routed to a single connection to a regional network provider.



However, the end user can install TCP/IP on a personal computer without any

knowledge of either the corporate or regional network. Three pieces of

information are required:



  1. The IP address assigned to this personal computer

  2. The part of the IP address (the subnet mask) that distinguishes other

     machines on the same LAN (messages can be sent to them directly) from

     machines in other departments or elsewhere in the world (which are

     sent to a router machine)

  3. The IP address of the router machine that connects this LAN to the

     rest of the world.



In the case of the PCLT server, the IP address is 130.132.59.234. Since the

first three bytes designate this department, a "subnet mask" is defined as

255.255.255.0 (255 is the largest byte value and represents the number with

all bits turned on). It is a Yale convention (which we recommend to

everyone) that the router for each department have station number 1 within

the department network. Thus the PCLT router is 130.132.59.1. Thus the PCLT

server is configured with the values:



   * My IP address: 130.132.59.234

   * Subnet mask: 255.255.255.0

   * Default router: 130.132.59.1



The subnet mask tells the server that any other machine with an IP address

beginning 130.132.59.* is on the same department LAN, so messages are sent

to it directly. Any IP address beginning with a different value is accessed

indirectly by sending the message through the router at 130.132.59.1 (which

is on the departmental LAN).



Additional information is available in self-study courses from SRA

(1-800-SRA-1277)



   * TCP/IP [34610]



�Fundamentos de Gestion de Red

La gestion de la red, busca lograr los siguientes objetivos:

	Obtener un buen enrutamiento en la red

	Minimizar el costo de operacion de la red

	Faciliar la instalacion de nuevos servicios de tal forma que se incremente el trafico

Gestion de Red consiste fundamentalmente en habilitar un dialogo en tiempo real entre los equipos de la red que pueden hablar diferentes lenguajes, de manera que se extraiga informacion pertinente de dichos equipos, para controlar la calidad de servicio y ademas hacer tratamiento de fallas.

Los sistemas de gestion de redes, tienen existencia en los tres siguientes dominios:

Gestion de Trafico

Gestion de Fallas

Gestion de Configuracion

�Un sistema de gestion, en teoria, debe ser independiente de los fabricantes de los sistemas de transmision y conmutacion ( redes de telecomunicaciones ), deben ser sistemas abiertos, que funcionen concurrentemente y admitan multiusuarios. Debe ser expandible -modular-



SNMP Overview



SNMP is a simple request/response protocol that communicates management information between two types of SNMP software entities: SNMP applications (also called SNMP managers) and SNMP agents.

SNMP applications run in a network management station and issue queries to gather information about the status, configuration, and performance of external network devices (called network elements in SNMP terminology). The Bay Networks Site Manager software is an example of a network management station, and the Bay Networks backbone node (BN®) router is an example of a network element.



SNMP agents run in network elements (for example, in the BN) and respond to network management station queries (for example, from Site Manager). In addition, agents send unsolicited reports (called traps) back to the network management station when certain network activity occurs. 



For security reasons, the SNMP agent validates each request from an SNMP manager before responding to the request, by verifying that the manager belongs to an SNMP community with access privileges to the agent. 



An SNMP community is a logical relationship between an SNMP agent and one or more SNMP managers. The community has a name, and all members of a community have the same access privileges: either readonly (members can view configuration and performance information) or readwrite (members can view configuration and performance information, and also change the configuration). 



All SNMP message exchanges consist of a community name and a data field, which contains the SNMP operation and its associated operands. You can configure the SNMP agent to receive requests and send responses only from managers that are members of a known community. If the agent knows the community name in the SNMP message and knows that the manager generating the request is a member of that community, it considers the message to be authentic and gives it the access allowed for members of that community. Thus, the SNMP community prevents unauthorized managers from viewing or changing the configuration of a router.



Remote Network Monitoring (RMON)



You can configure a data collection module (DCM) in the Bay Networks 8port ANH(TM) to act as a remote monitoring (RMON) device, in compliance with RFC 1757. This RFC is an extension of SNMP, and specifies a standard MIB that defines both parameters for recording statistics and the actual statistics themselves. The purposes of RMON include



     Monitoring network performance



You can configure the DCM to continuously perform diagnostics and monitor network performance. If a network failure occurs, the DCM can store statistical information about the failure. The management stations can use this information to investigate the cause of the failure. 



     Detecting and reporting problems



You can configure the DCM to recognize and continuously check for error conditions. 



     Collecting information for problem solving 



You can configure the DCM to give management stations information they need to solve problems. For instance, the DCM can identify the hosts on

a network that generate the most traffic or errors.



TCP/IP Management

This segment covers numerous of the frequent everyday chores that network managers fulfill. We reference in the last section that the NetWare TCP/IP transport contribute support for the Simple Network Management Protocol (SNMP). This segment, we will investigate SNMP and how it is used on your NetWare TCP/IP server.



Simple Network Management Protocol (SNMP)



The Simple Network Management Protocol (SNMP - RFC 1098) gives you the ability to observe a network from a single Network Management Station called an SNMP manager. From an SNMP manager, you can make queries to another network device called the SNMP agent. The agent could be a TCP/IP host, router, terminal server, or another SNMP manager.



The information you can request from an agent is contained in the Management Information Base (MIB) of that host. RFC 1066 ("Internet Standard MIB") defines the types of objects that can be in an agent's MIB. These objects include network and hardware addresses, counters, and statistics, as well as routing and ARP tables. 

Certain companies will not subsidize each data types within their MIB or may include other information not defined within the RFC.



An SNMP manager can examine or alter the variables contained within the agent's MIB. For example from the SNMP manager you could examine the ARP table for another host and delete or change an incorrect entry.



The SNMP protocol offers limited security. The SNMP manager includes a community name with each request to an agent. The agent's MIB contains a number of variables representing its information base. Each variable includes a flag that determines the type of access that will be granted for a request coming from a specified community.



For example, an agent may not want its routing table changed by a manager in the "public" community. It configured the variable for its routing table (ROUTE-TABLE) for "read-only" access for any request originating from "public." Because of this limited security mechanism, many vendors are reluctant to support requests to alter the variables in their agent's MIB.



SNMP Traps



The SNMP agents are able to notify the manager when a uncommon event is about to occur. It sends a notification or "trap" to the manager when it senses any of the following conditions: 



Cold or warm start        This happens when the agent reinitializes

                          its configuration tables. A cold start

                          may alter the current configuration.



Link up or down           This will happen when a network interface 

                          on the agent should either fail or come

                          back to life.



Authentication failure    This can happen when the manager does

                          not receive authentication from the agent

                          to access the MIB.



Loss of an EGP neighbor   This can happen if the agent can no longer

                          communicate with its Exterior Gateway

                          Protocol (EGP) peer. EGP is a protocol 

                          routers use on the DARPA Intemet.

�Anexos

He decicido anexar algunas apartes de articulos relacionados con el seminario TCP/IP, para el profesional curioso.

Interfaz RS232C

La Interfaz RS232C hace parte del nivel fisico el cual se utiliza para conectar  dispositivos de usuario al circuito de comunicaciones ( modems ).  El nivel fisico describe tres atributos:

electricos

mecanicos

funcionales

La RS232C es una interfaz entre equipos terminales de datos ( DTE ) y equipos de comunicacion de datos ( DCE ), mediante el intercambio de datos binarios en serie, especifica la distribucion y significado de las diferentes pines del conerctor fisico, que se utliza en la mayoria de las terninales asincronas.

Normalizacion e Interfaces

Diferentes asociaciones, organismos y fabricantes tratan de definir continuamente una serie de especificaciones  con el proposito de normalizar los diferentes interfases y protocolos que se usan len las comunicaciones.  Algunos organismos normalizadores son CCITT -Comite Consultativo Internacional de telecomunicaciones y Telefonia),  ANSI ( Instituto Nacional Norteamericano de Normalizacion ), la ISO Organizacion Internacional de Normmalizacion y la EIA Asociacion de Industrias Electronicas.

La EIA, enfoca sus actividades en el campo electrico y entre sus logros mas destacados cabe mencionar las interfases RS232C y RS449C, convertidos en estandares y usados por la mayoria de fabricantes de equpos informaticos, eliminando asi el problema de incompatibilidad entre la diversidad de equipos y perifericos.

Definicion de Interfase

Se define como una frontera compartida que esta determinada por una serie de caracteristicas electricas y funcionales claramente especificadas, o por unas caracteristicas fisicas de interconecciones comunes, caracterisitcas de la senal y significados de los mismos, regulando al mismo tiiempo el intercambio de ellos de tal forma que se pueda establecer y mantener una coneccion entre dos terminales de datos.

RS232C

Una de las interconecciones ( interfaz) mas difundida para comunicar equipos y transmitir datos, es la RS232C ( nomenclatura norteamericana ) o la CCITT v.24 ( Nomenclatura Internacional ). 

La coneccion de datos a traves de RS-232 es frecuentemente usada para conectar terminales, impresoras, modems y tambien para construir redes LAN  (“zero slot” LANs).

Esta consiste en la disposicion de 25 circuitos de intercambio de senales, con funciones asociiadas a cada uno. Se implementan en un conector de 25 pines de corte trapezoidal, asegurando un acoplamiento seguro y correcto.  Permite una velocidad maxima de transmision de senales de 24 Kb a una distancia maxima de 15 metros. 

Dentro de las especificaciones encontramos las siguentes funciones:

Definicion de las senales de control que atraviesa el interfaz

Movimiento de los datos de usuario a traves del interfaz

Transmision de las senales de tiempo necesarias para sincronizar el flujo de datos.

Conformacion de las caracteristicas electricas concretas del interfaz

Caracteristicas

CaracteristIcas Mecanicas

La especificacion mecanica considera un conector de 25 pines y 47.04 (+/-) 0.13 mm de ancho entre centros de tornillos en los extremos ( entre otras meddidas especificadas ).

En la fila superior, se enumeran los pines del 1 al 13 de izquierda a derecha y en la fila inferior,se enumeran el resto de pines de 14 al 25 tambien de izquierda  a derecha.

Caracteristicas Electricas

Se considera que para interpretar un uno binario, se debe tener un voltaje mas negaivo que -3 Voltios y un cero binario tendra un voltaje positivo superior a +4 voltions.

Con estas caracteristicas, se asegura una velocidad maxima de 20 Kbps a una longitud maxima de 15 metros.

Caracterisitcas funcionales

Se refiere al papel que desempenan los circuitos  ( enlace de extremo a extremo por un cable ).

En esta seccion, se explica el proposito y significado de cada una de las lineas o circutos de la interfaz RS232C

�

�

Linea�Nombre�Funcion��1�FG�Masa de proteccion: el conductor esta conectado al marco (chasis) del equipo��2�TXD�Datos Transmitidos: senal de datos que transmite el DTE hacia el DCE.��3�RXD�Datos Recividos: Senales de datos de usuario que se transmiten desde el DCE hasta el DTE��4�RTS�Peticion de Transmision: El DTE envia esta senal al DCE para indicarle que se desea transmitir datos.��5�CTS�Permiso para Transmitir: El DCE le indica al DTE que pude empezar a transmitir datos ( por el TXD )��6�DSR�Equipo de Datos Preparado: DCE indica al DTE que: 

a) esta conectada a un canal conmutado ( colgada )  o que

b) DCE esta en modo de transmision de datos   o que

c) DCE ha completado las funciones de sincronixacion y responde con tonos��7�GND�Masa de Senal: Masa comun a todos los circuitos. Establece la referencia del potencial de masa para el resto de las lineas��8�DCD�Detector de Senal Portadora:Senal procedente del DCE con la que indica que este ha detectado la senal portadora generada por el Modem remoto.��9��Reservado��10��Reservado��11��Reservado��12�SDCD�Detector de Senal Portadora Secundaria:  DCD secundaria��13�SCTS�Permiso para transmitir Secundario:  CTS Secundario��14�STXD�Datos Transmitidos Secundario: TXD Secundario��15�TXC�Transmision de senal de Reloj: Senal procedente del DCE que proporciona la temporizacion a las senales de datos que estan siendo transmitidos hacia el DCE.    ( etapa de sincronizacion )��16�SRXD�Recepcion de Datos Secundario: RXD Secundario��17�RXC�Recepcion de senal de Reloj: Sincronizacion de los datos que estan siendo recividos por el DTE. Esta senal es enviada por el DCE al DTE.��18��No asignado��19�SRTS�Solicitud de transmision Secundaria: RTS secundario��20�DTR�Terminal de Datos Preparado: Senal del DTE que le indica al DCE que esta preparado para recibir datos.��21�SQE�Detector de Calidad de Senal: Procedente del DCE indicando que la senal recivida por este esta libre de error.��22�RI�Indicador de Timbre: senal que viene del DCE avisandole al DTE que esta recibiendo una senal de timbre de un canal conmutado.��23�DRSS�Selector de velocidad binaria de la senal: indican tanto el DTE como DCE mutuamente la velocidad de senalizacion de los datos en maquinas dotadas de velocidad dual.��24�EC�Senal de Reloj Externa: Sincronizacion externa de datos que estan siendo transmitidos��25��No asignado��

Limitaciones de la RS232C

Velocidad Maxima de 20Kbps

Separacion Maxima entre DTE y DCE de 15 metros

Poco inmune a interferencias por senales externas

Numerio limitado de circuitos ( lineas )

�TCP/IP on netware

FEATURES

-NETWORK MANAGEMENT

	TCP/IP SERVER SUPPORTS SIMPLE NETWORK MANAGEMENT PROTOCOL(SNMP).  SNMP LETS YOU MONITOR OR CONFIGURE NETWORK PARAMETERS FOR ANY HOST THAT SUPPORTS THE PROTOCOL FROM ONE LOCATION.

-IP ROUTING

	NETWARE TCP/IP ROUTING CAPABILITIES ALLOW FORWARDING OF IP TRAFFIC FROM ONE NETWORK TO ANOTHER, LIKE THE WAY OTHER NETWARE SERVERS CONNECT TO IPX NETWORKS.  NETWARE TCP/IP USES RIP- ROUTING INFORMATION PROTOCOL TO COMMUNICATE WITH OTHER ROUTERS.  RIP LETS ALL ROUTERS ON THE INTERNET TO DISCOVER THE INTERNETS CONFIGURATION WITHOUT THE INTERVENTION OF PEOPLE.

-IPX TUNNELING

	NETWARE TCP/IP TRANSPORT PROVIDES COMMUNICATION BETWEEN NETWARE IPX NETWORKS ACROSS AN IP INTERNET WHICH DOESN'T DIRECTLY SUPPORT IPX.  WE KNOW THIS AS IPX TUNNELING.

-SUPPORTED TCP/IP PRODUCTS

NETWORK FILE SYSTEM(NFS) AND LINE PRINTER DAEMON(LPD)-  FUNCTION AS A DISTRIBUTED FILE SYSTEM FOR UNIX HOSTS.  UNIX USERS CAN ACCESS DIRECTORIES ON YOUR SERVERS AS IF THEY WERE A PART OF YOUR OWN MACHINE. 



MAIL GATEWAY- ACTS AS GATEWAY BETWEEN TCP/IP SIMPLE MAIL TRANSFER   PROTOCOL(SMTP) AND NOVELL'S MAIL HANDLING SERVICE(MHS).  THIS  PROVIDES FOR THE TRANSFER OF MAIL BETWEEN TCP/IP AND NETWARE USERS. 



TCP/IP DEVELOPERS TOOL KIT-	ENABLES DEVELOPERS TO WRITE THEIR OWN TCP/IP  APPLICATIONS FOR NETWARE SERVERS USING 4.3 BSD UNIX SOCKET INTERFACE OR AT&T STREAMS TRANSPORT LAYER(TLI).  BSD SOCKETS IS THE  APPLICATION PROGRAMMING INTERFACE(API) FOR BSD UNIX.  IT CONSISTS OF A LIBRARY OF SOCKET FUNCTION CALLS WHICH USE TCP/IP TO RECEIVE AND SEND DATA ACROSS A NETWORK.  PEOPLE WHO HAVE WRITTEN PROGRAMS USING THESE FUNCTION CALLS CAN TRANSPORT THEIR CODE TO A NETWARE SERVER AND COMPILE PROGRAMS TO CREATE NLM'S FOR NETWARE ERVERS.



TCP/IP SUPPORTED INTERFACES-  ODI-OPEN DATALINK INTERFACE PROVIDES A STANDARD INTERFACE 	FOR TRANSPORT PROTOCOLS THAT LET THEM  SHARE A SINGLE NETWORK ADAPTER WITHOUT CONFLICT.  ODI DIRECTS PACKET FLOW BETWEEN PROTOCOL STACKS AND LAN DRIVERS.  NETWARE TCP/IP USES ODI TO SUPPORT THE FOLLOWING NETWORKS: 

		-ETHERNET

		-TOKEN RING

		-ARCNET

TCP/IP FILES AND DIRECTORIES

	ALL FILES RELATING TO TCP/IP TRANSPORT ARE IN TWO DIRECTORIES

	-SYS:SYSTEM- 

		CONTAINS NLM'S AND DRIVERS THE TCP/IP 	TRANSPORT USES.

	-SYS:ETC

		CONTAINS DATABASE FILES FOR YOUR SERVER.



	SYS:SYSTEM

		THE FOLLOWING NLM'S AND LAN DRIVERS IN 						SYS:SYSTEM MAKE UP TCP/IP TRANSPORT FOR 						NETWARE SERVER



			NLM			FUNCTION

		SNMP.NLM		PROVIDES SUPPORT FOR SNMP

		SNMPLOG.NLM	PROVIDES SNMP EVENT LOGGER

		TCPIP.NLM		PROVIDES TCP/IP PROTOCOL SERVICES

		TCPCON.NLM	PROVIDES TCP/IP CONSOLE INTERFACE

		IPCONFIG.NLM	PROVIDES IP STATIC ROUTING 									CONFIGURATION SERVICES

		IPTUNNEL.LAN	PROVIDES IPX COMMUNICATIONS OVER AN IP 						INTERNET

	

	SYS:ETC- CONTAINS DATABASE FILES FOR THE TCP/IP NLM'S.



	    FILE				FUNCTION

	SERVICES		CONTAINS INFORMATION ABOUT SERVICES 

				AVAILABLEON IP INTERNET

	PROTOCOL		CONTAINS INFORMATION ON KNOWN PROTOCOLS, 					DARPA INTERNET NETWORK USES.

	HOSTS		CONTAINS MAPPING OF HOST NAMES AND HOST 						ALIASES TO IP ADDRESSES

	NETWORKS		CONTAINS INFORMATION ABOUT NETWORKS ON 						INTERNET

	GATEWAYS		CONTAINS STATIC ROUTES IPCONFIG NLM'S ENTERS 					INTO  YOU ROUTING TABLE.





COMMENTS ON FILES SERVICES, PROTOCOL, HOSTS, AND NETWORKS



Services



TCP AND UDP PROTOCOLS USE PORT #'S TO IDENTIFY THE APPLICATION OR SERVICES TO PROCESS.

APPLICATION LEVEL OF DOD MODEL.(PORT #s) ARE IN SYS:ETC\SERVICES.  



THIS FILE MAPS NAMES OF COMMON TCP/IP APPLICATIONS TO TCP AND UDP AND THE PORT THEY USE.



Protocol



	PROTOCOL- MAPS PROTOCOLS ON IP INTERNET TO PROTOCOL #s. PROTOCOL #s ARE WITHIN IP HEADER TO IDENTIFY NEXT HIGHER PROTOCOL TO IP.



Hosts



SYS:ETC/HOSTS is your systems host table.  It maps a TCP/IP host name to an internet address.



The format of SYS:ETC\HOSTS is identical to /etc/hosts on UNIX systems.  Each line hast he following format:



IP_address     host_name      [alias [...]]       #comment



IP_address is a 4byte address in standard dotted decimal notation.  Each byte is a decimal or hexadecimal value separated by a period.  Hexadecimal numbers start with Ox or OX.



The host_name is the name of the system with the given address.  Each host name should be unique and can contain any printable character other than a tab, space, new line, or number sign(#).



The alias is another name for the same system.  A single host can have more than one alias.  



Comments must follow the number sign in your HOSTS file.  Comments can be places at the end of a host name or on a line by themselves. 



Networks



The file SYS:ETC\NETWORKS contains information about the networks on the internetwork.  Each entry provides information about one network.  One entry cannot extend pass one line.  A NETWORKS file entry has the following formats:



    network_name      network_number  [#comment]



The network_name is the name of the network associated with this network number.  It can contain any printable character other than a space, tab, or number sign(#).  The network name should be unique.



The network_number is the number of the network.  It is the network portion of the IP address for all hosts on that network.  Hexadecimal numbers must start with the character pair OX or OX.



CONFIGURING YOUR NETWARE SERVER FOR TCP/IP

You can modify some of netware systems parameters to obtain the best performance from the TCP/IP NLM.  Two of these parameters are the "Maximum Physical Receive Packet Size" and the "Maximum Packet Receive Buffers".



MAXIMUM PHYSICAL RECEIVE PACKET SIZE

In a standard netware installation, the system parameter "max. physical receive packet size" may not be large enough for TCP/IP communications.  IPX does not send full-sized packets.  The default value for this parameter allows packets of 1514 bytes.  You will want to set this parameter large enough to hold any datalink packet that can be legally generated by any TCP/IP host on any media the system is connected to.



In Ethernet, 1514 bytes is the size of the largest packet you can transmit.  In ARCnet and Token-ring networks, packets can be much larger than any reasonable buffer.  All modes on the network must agree to restrict their packets to some reasonable size(2048 is a good value to use).



MAXIMUM PACKET RECEIVE BUFFERS

You may need to increase the size of this parameter.  The default is 100.  This value may be insufficient for some configurations.  You can use MONITOR.NLM to see how manu of the Packet Receive Buffers are currently allocated and determine whether the current limit is adequate.  More buffers are needed if any application is currently active.



You can set this parameter from the console, but you can enter it as a command in the AUTOEXEC.NCF.  If you do this, the parameter is set automatically every time the server is started.  Use the following command:  set maximum packet receive buffer = 200.



LOADING AND CONFIGURING TCP/IP

You normally load and configure the TCP/ip NLMs in the servers AUTOEXEC.NLM so that it is loaded every time you boot the server.  You can also load TCP/ip form the console.  To load TCP/IP:



	1.load the LAN driver you want TCP/IP to use.



	2.load the TCP/IP NLM



	3.bind the IP protocol to the LAN driver.



You bind IP to a network interface in the same manner you normally bind IPX to the interface.



LOAD THE LAN DRIVER

You have probably already loaded a driver for IPX on you netware server, but you may need to load the driver again for TCP/IP if the driver is using a frame format that is not compatible with TCP/IP.



LOADING THE ETHERNET LAN DRIVER

By default, your netware server communicated with other servers and workstation using a frame format that TCP/IP hosts cannot understand.  



IEEE 802.3 vs. Ethernet

Two network access protocols that are very similar are Ethernet and IEEE802.3.  Ethernet was developed by Xerox Corporation.  Shortly after the institute of Electrical and Electronics Engineers adopted a slightly different standard that was heavily influenced by Ethernet, that was 802.3.



The Media Access Control(MAC) header for both the Ethernet and IEEE802.3 frames contain a preamble followed by the hardware addresses for the destination and source.  The next field is where the two frames types differ.



Following the destination and source addresses of an Ethernet frame is a two-byte field specifying the type of protocol (TCP/IP, DECnet, IPX, etc.) the system is using.  In an IEEE802.3 frame, this field represents the number of bytes of data contained within the packet.  Most LAN drivers have little difficulty distinguishing between Ethernet and Ieee802.3 packets because the values for all protocol types are greater than 1500, the max. legal size for a packet.  Novell's IPX protocol has been assigned the number 8137.



Lan drivers written to the IEEE802.3 specs expect to find a Logical  Link Control(LLC) header following the length field.  The LLC header conforms to the IEEE802.2 specification.



Netware servers and clients traditionally use the IEEE802.3 frame format without the LLC header.  In these frames, the IPX header follows the length field.  You cannot use this type of frame for TCP/IP because LAN drivers supporting TCP/IP do not recognize it as a legal frame.



What does all this mean to you?

Your netware TCP/IP transport requires that you use the Ethernet frame type.  Perform one of the following steps to use the TCP/IP NLMs.



	1. Load the LAN driver on your Netware twice so that it can process both Ethernet_II and Novell IEEE 802.3 frames.



	2. Configure all netware servers and clients on your LAN to use Ethernet_II frames.



LOADING THE ETHERNET LAN DRIVER TWICE

The netware system administration manual's LOAD section describes the basic elements of loading a LAN driver.



Depending on how you configured your IPX network, you may find that you have to load a particular driver twice with two different framing types for the same network board.  This is easier to handle if you use the NAME parameter when you load the driver.  This lets you assign a name of your own choosing to each logical board in the system.



CONFIGURING NETWARE FOR ETHERNET_II

You may prefer to configure your entire Netware LAN for Ethernet_II frames instead of using both frame formats on your network.  



Netware v3.x servers

Load for example, your NE1000 or NE2000 driver, using the FRAME=ETHERNET_II parameter.





Netware v2.x servers

Use ECONFIG to configure the file Net$OS.EXE for Ethernet packets as shown in the following command:  

	ECONFIG  NET$OS.EXE  landriver.E



Or, you can use the following two commands

	ECONFIG  NET$OS.EX1  landriver.E

	ECONFIG  NET$OS.EX2  landriver.E



In these commands, landriver is the network interface(a, b, c or d) you are configuring.



NETWARE EXTERNAL ROUTERS

Use the ECONFIG utility to configure the file ROUTER.EXE for Ethernet with the following command:

	ECONFIG  ROUTER.EXE  landriver.E



In these commands, landriver is the network interface(a, b, c or d) you are configuring.



NETWARE WORKSTATIONS

Use the ECONFIG utility to configure the file IPX.COM for Ethernet with the following command:



	ECONFIG  IPX.COM  SHELL:E



NETWARE WORKSTATIONS WITH ODI DRIVERS

In the file NET.CFG, add the following line to your driver configuration:



	PROTOCOL  IPX  8137  ETHERNET_II



For example:



	LINK DRIVER NE2000

		INT      #1   3

		PORT     #1   300

		Frame    Ethernet_2

		Protocol IPX 8137 Ethernet_II



LOADING THE TOKEN-RING LAN DRIVER

On token-ring networks, the TCP/IP protocol uses the framing type known to Netware LAN drivers as "token-ring_SNAP".  Again, IPX normally uses a different framing technique(IBM_TOKEN-RING) so you'll need to load the token ring LAN driver a second time as shown above.



LOADING THE ARCNET LAN DRIVER

TCP/IP on ARCnet networks uses the default Novell framing method.  Therefore, no frame parameter is necessary when you load the driver.



LOADING THE TCP/IP NLM

The TCP/IP appears dependent on the LAN drivers.  Although this NLM uses services provided by the LAN drivers, it accesses those services indirectly through the netware ODI interface.



The TCP/IP NLM uses services provided by other NLMs that you must load into RAM before TCP/IP.  Like most other NLMs, if TCP/IP requires another NLM not ready loaded, the system automatically loads that NLM for you.  TCP/IP depends upon the following NLMs:



	SNMP.NLM		Simple Network Management Protocol (SNAP) agent



	STREAMS.NLM	Netware streams



	CLIB.NLM		Netware C runtime library



LOAD TCP/IP

Use the LOAD command to load the TCP/IP protocol module into server RAM.  This command starts TCP/IP, but will not connect it to any interface.  You still need to bind the protocol to the desired interfaces.



The command has 3 optional parameters.

	Parameter      Explanation

	Forward enables or disables packet forwarding.  The  server perform as an IP router when you enable this.



	RIP enables or disables the Routing Information Protocol(RIP).  The server performs this protocol only when you enable it.



	TRAP specifies a destination address for Simple Network Management Protocol(SNMP) trap messages.



BIND IP TO THE LAN DRIVER

After you load the LAN driver and the TCP/IP NLM, you must connect the LAN driver to the IP protocol.  This is done the same way you connect a LAN driver to the IPX protocol.



BIND IP

The BIND command links the ip protocol to your network interface.  You use it the same way you bind the IPX protocol to LAN drivers.



	Parameter      Explanation

	ADDR	specifies the IP address for this interface.  If you do not specify this parameter, the system prompts you for it.



	MASK	used for subnetting and indicates the portion of the IP address that represents the network address.



	BCAST represents the address for broadcasts.	Normally, you seldom need to set this to any other value.  Older (4.2 BSD) implementations use a different value.  If 

your network includes these types of nodes, they may react poorly when you use this address.

   

  		ARP specifies if you are using the ARP.

�SNMP on the NetWare

Server



The NetWare TCP/IP server can act as either an SNMP agent or manager on a TCP/IP network. NetWare TCP/IP includes two modules that provide support for SNMP. These modules are:



o SNMP.NLM           		SNMP agent NLM



o SNMPLOG.NLM        	SNMP trap logger





SNMP NLM



The SNMP NLM contribute Simple Network Management agent services. This is the module that maintains the Management Information Base (MIB) on the NetWare TCPIIP system and contributes access to SNMP managers.



The TCP/IP NLM demands this module. If it is not loaded when you load the TCPIP.NLM, the system automatically loads it for you. 

Loading SNMP



Their are the fooling commands to load SNMP options:



o MonitorCommunity



o ControlCommunity



o TrapCommunity



The community name accompanies each request to your agent from the SNMP manager. The system will use the community name to authenticate requests from the manager:



     NAME            EXPLANATION



MonitorCommunity     If the manager gives the name they are able

                     only to read variables from your system's MIB.



ControlCommunity     When the SNMP manager incorporates the

                     community name with a request, it has

                     authorization to either read or alter

                     variables in your system's MIB.     



TrapCommunity        The agent consist of this community with

                     trap messages it sends to the manager.

                     You use the TRAP option when loading

                     the TCPIP.NLM to specify the manager to

                     receive your trap messages.





Community Names



The Community names are ASCII strings of up to 32 characters in length, including any characters excluding space, tab, open square bracket ([), equal sign, colon, semicolon or number sign (#). The Community names are case sensitive.



By default, the monitor and trap community names are "public" and the, manage community is disabled. 



When an equal sign with no argument follows the option name, any community name submitted by the SNMP console will match for that community. When specifying the option parameters, you need to enter only the first character of the name (i.e., M or MON or MONITOR for MONITORCOMMUNITY).





Note: When you have an option name appearing without being followed by an equal sign, the community is disabled.







Examples:



When the command, SNMP managers using the "SECRET" community name will have read-only access to your server's MIB.



LOAD SNMP MONITOR = SECRET



When the command, no SNMP manager can write to the MIB of your server.



LOAD SNMP CONTROLCOMMUNITY



When the command, all SNMP managers can read or write to your server's MIB.



LOAD SNMP CONTROLCOMMUNITY=



When the command, trap messages from your server are sent to the address 150.19.87.23 with the community name "NOVELL".



LOAD SNMP TRAPCOMMUNITY=NOVELL

LOAD TCPIP TRAP=150.19.87.23



SNMPLOG



The SNMP trap messages will account the important TCP/IP incidents addressed beforehand. The SNMPLOG NLM processes trap messages sent to your NetWare TCPIIP server and writes them to disk. You load SNMPLOG after TCPIP. When SNMPLOG loads, it writes trap messages to the binary file SYS:ETC\SNMP$LOG.BIN.



TO load the command SNMPLOG module it requires no arguments. You can load the module with the following command:



     LOAD SNMPLOG





TCPCON

If you want to observe TCP/IP process, load the TCPCON NLM after the TCPIP NLM. TCPCON will permit your NetWare TCP/IP server to function as an SNMP manager. The program queries your server or any other TCP/IP host that subsidizes the SNMP protocol for the contents of its MIB.



If you want to inspect the contents of the trap log supported by SNMPLOG you can use TCPCON. 







Loading TCPCON       



The loading commmand module has options that include the target host and the community name that accompany each request to the SNMP agent. See you user's manual for other options that are part of this command.



       TCPCON Main Menu



The TCPCON main menu exhibits data about the target host and offers a menu for further actions. The arrayed information includes: 



o Target host name or IP address

o Target host system description

o Target host uptime

o IP transmit and receive counts

o IP packets forwarded

o TCP transmit and receive counts

o UDP transmit and receive counts





You choose accessible actions using your Up- and Down-arrow keys or by typing the first character of the menu choice. The preceding pages portray each of the available actions from this menu. On-line help is also available, at any time by pressing the Help key (F1).





Change Host



The "Change Host" menu option  lets you chose a different SNMP agent. You indicate the host by entering either its symbolic host name or its IP address. If you enter the host name, it must be in your system's host file.







Display Traps



The "Display Traps" option of the main menu exhibits the contents of the SNMP trap log. One must load the NetWare Loadable Module SNMPLOG to access this log file. There is a list of trap messages, that will show up in the reverse chronological order beginning with the most recent entry.



You can use the Escape key to return to the main menu. Before you return to the main menu, however, you will be asked if you wish to delete the trap file. Sometimes this file will get very large and will need to be deleted frequently.





Options



The "Options" menu assortment gives you the chance to change the parameters managing the operation of TCPCON. The options listed here are also parameters available with the LOAD command. 



One will use your Up- and Down-arrow keys to make changes To select the appropriate parameter and then entering the new value. The choices are:



Parameter                 Explanation



Community Name            The community name included with

                          request.



Request Retry Count       The number of unanswered requests to

                          issue before declaring the host

                          unreachable.



Request Poll Interval     The rate at which the agent is polled for

                          statistics.



Reply Timeout Interval    How long to wait for a response before

                          considering the request unanswered.





                                                                     



       Statistics





The "Statistics" menu assortment lets you obtain more detailed statistics about the packets received and transmitted than those available on the main menu. The menu will give you choices of the foolowing type of packets:



o Internet Control Message Protocol (ICMP)



o Internet Protocol (IP)



o Transmission Control Protocol (TCP)



o User Datagram Protocol (UDP)





Following selecting one of the packet types, a entire array of statistics corresponding to that type displays. You obtain a full explanation of the MIB variable name by selecting the variable and pressing the F1 key. A colon (:) following the field name identifies

statistics that you can only read. A colon/period (:.) combination identifies statistics that you can modify. Modifying the statistics also requires the appropriate SNMP community name.



TCP/IP Tables



Selecting the "Tables" option from the main menu offers you the chance to evaluate or change the networking tables within the MIB of the SNMP agent. These tables consist of:



TABLE                EXPLANATION



Address Translation  Table Contains a mapping between the

                     hardware and software addresses of hosts on

                     your network.



Interface Table      Displays the hardware address and

                     statistics for each network board.



Local Address Table  Displays the local IP address(es) of

                     the selected hosts.





Routing Table        Displays an entry for each route known to

                     the selected TCP/IP host system. Each

                     entry contains the destination name or IP

                     address, the next router, the interface,

                     and the cost of the route. The next

                     section discusses this table.



TCP Connection Table Contains an entry for each TCP port on

                     the host system. An entry consists of a

                     host name or address, source port,

                     destination host, destination port, and

                     connection state.



Manipulating TCP/IP Tables



You can choose table entries for a more detailed array of an entry. A colon (:) following the field name identifies read-only table fields. A colon/period (:.) combination identifies read/write fields. Modifying a field also requires an appropriate SNMP community name.

�IP on Netware (TCPCON)

ipRouteDest

The destination network or host address for the route is entered in this field.  An entry value of 0.0.0.0 is the default route.  You can enter the address using either dotted decimal notation or a symbolic name from the host or network file.



In the market, there is a product called

ipRouteNextHop

	This field contains the name or IP address of the router for forwarding the various packets to their destination.



ipRoutelfindex

	This parameter is the number of the network interface that the system uses to reach the router.



ipRouteType

	This parameter defines the type of route (either direct or remote).  A router is necessary for packets to reach remote routies.



ipRouteProto

	This parameter shows how this route was entered into the table.  Routes established using TCPCON show "netmgmt" in this field.  Other possibile values incude local (IPCONFIG), icmp, and rip.



ipRouteAge

	This parametr specifies the time that has passed since this route was last updated.  This field is a Read Only field.



ipRouteMetric

	This parameter contains the routing metric for this route.  Usually, this value specifies the number of routers a packet must pass through to get to its destination.  This sometimes is referred to as a hop-count.

Adding Routes with IPCONFIG

You can use the IPCONFIG utility to enter routes into your server's routing table.  Routes are defined within the file SYS:ETC\GATEWAYS.  When you load IPCONFIG, it reads routes from the gateway file and enteres them into your routing table.  After the routes are entered, hte module in unloaded from memory.



Format of SYS:ETC\GATEWAYS

	The format of the file SYS:ETC\GATEWAYS is the same as \ETC\GATEWAYS on UNIX systems with the routed utility.  A number symbol (#) identifies comments that may extend to the end of the line.  Each line of text defines a route.  The following is an description of the parameters:



NET network

	This is the dotted IP address of a network or the name of a network on SYS:ETC\NETWORKS.  It represents a final decision.



HOST host

	This is the name or IP address if the destination host.



GATEWAY gateway

	This is the name or IP address of the router for forwarding packets to the destination host or network system.



METRIC metric

	This is a value that is between 1 and 16 inclusive that represents the cost if this route.  Your NetWare router selects the route that has the lowest metric.  This usually represents a hop count.  A metric of 16 represents an unreachable destination.



ACTIVE | PASSIVE

	You must identify the router as either active or passive.  IF you select the route as 'passive', the system assumes that the router cannot communicate its routing information and the route remains permanently in the table.  If you select 'active' for the router, the system assumes the router will communicate all of its routing table.  If the router doesn't confirm the route, after a while the routing entry expires.  By default, IF YOU DO NOT USE THIS PARAMETER, THE SYSTEM CREATES THE ROUTE 'PASSIVE'.

Adding Routes with ICMP

You can make the entries to your routing table using the Internet Control Message Protocol (ICMP - RFC 792).  Routers often use this protocol to communicate the error messages to other hosts and routers.  ICMP messages provide a dynamic means to keep an up to date routing table for your system.  The NetWare TCP/IP transport supports ICMP with no configuration necessary.  The system sends ICMP messages when:



A packet cannot reach its destination

A packet's TTL (Time To Live) has expired

There's a problem with a parameter within the IP header

A router doesn't have buffer space to store the packet or cannot keep up with the packets

The router advises a host of a shorter route to a destination

A host sends an echo packet to find out of another host is alive

A host needs to determine whick network its attached to



Adding Routes with RIP

You can also configure your routing table using the Routing Information Protocol (RIP - RFC 1058).



Using RIP, routers keep each other informed and up to date of all the destinations they know about.  When a router boots up, it broadcasts a request for the information contained in everyone's routing table.  This information includes the destination and a metric for each route.  The metric indicates the cost of the route.  The router determines the shortest path to each destination and fills its routing table accordingly.  Then, the router periodically (ever 30 seconds) onforms other hosts of all the destinations it knows and how many hops it will take to get there.

Configuring the Router

The NetWare TCP/IP transport completely supports the RIP protocol.  You can configure the NetWare TCP/IP server to maintain its routing table based on information it receives from the other routers.  Also, when your NetWare server isacting as a router, it uses the RIP protocol to keep other hosts and routers informed of the destinations it can reach.



Your server will be configured for RIP when you load TCP/ip on your NetWare server.  Recall these three steps for loading TCP/IP:

	1.	The LAN driver is loaded.	No action is necessary now for configuring RIP.

	2.	Load the TCP/IP NLM	At this point, you must be able to disable the RIP 						protocal.

	3.	Bind IP to the LAN driver	Routing configuration options are specified when the protocol is bound to the interface.



Loading TCP/IP

THe loading command for the TCP/IP NLM has two options reguarding routing:



FORWARD = YES/NO

	You should use this option if your NetWare TCP/IP server is connected to at least two different IP networs and you want to use the server as a router.  "NO" is the default action for this option.



RIP = YES/NO

	When the RIP protocal is enabled, your server makes entries in its routing table based on the RIP information it receives from routers on the network.  If your server happens to be a 

router, it also uses the RIP protocal to advise other routers of destinations it knows of.  "Yes" is the default action for this option.



Binding IP to LAN driver

	When you bind the IP protocal to the LAN driver, the following options affect how the server preforms routing:



COST = metric

	If your server acts as a router, tne metric represents the cost of routing packets through your server.  Usually, the metric represents the number of routers to get a packet to its final destination.  This metric is often referred to as the "hop count."  Hosts revceiving RIP information select the route with the smallest metric.



	In some cases, you might want to discourage other hosts from using your server as a router.  You might discover, perhaps, that the amount of IP routing that your server must preform causes your server to be less responsive to requests from your workstations.  If thats the case, you can configure your server to advertize to the network a higher metric so that other hosts forward packets to your server only if no other route exists.



POISON = YES/NO

	If you specify "POISON = YES" when you bind the IP protocal to your driver, your server includes in its RIP broadcasts a metic of 16 for all the routes it has learned about from that interface.  A route that has a metric of 16 is considered unreachable using RIP protocal.  If the POISON parameter is set to "NO" (which is the default value), your router doesn't broadcast any information over the interface that it has obtained from that interface.  Accepting the default value for this obsure feature of the Routing Information Protocal should not adversely affect your server.



DEFROUTE = YES /NO

	If the server is actiong as a router, with DEROUTE as YES, IP will announce itself as as default route in RIP messages set to the network.  This allows the server hide routing information from this network.  When you set DEFROUTE to YES, your server advertises the destination 0.0.0.0 (which is the default) with a metric of 1.  By default this parameter is set to NO.

IP Tunneling

Normally, NetWare packets can't travel across an IP internetwork since routers don't support the IPX protocal.  It's possible to have two NetWare servers connected together at the physical layer using T1 or X.25 lines, but unable to communicate with each other because the only packets that can travel over the connection are IP packets.



The IPTUNNEL NLM allows you to make use of such a connection by encapsulating IPX packets within IP packets.  By simply addding an IP header to an IPX packet, the NetWare TCP/IP server can then send the packet to another NetWare server over an IP internetwork.  The process of encapsulating a packet within a packet of a different protocal is called tunneling.



IP Tunnel Frame Format

	IPX uses the Open Data-Link Interface (ODI) to pass packets thrugh the IP tunnel.  The IP tunnel sends each IPX packet across the IP internetwork by encapsulating it in a User Datagram Protocal (UDP) packet.  The tunneling LAN driver at the destination remves the UDP header from each of the arriving packets and passes it through the ODI to IPX.  To ensure the data integrety, the IP Tunnel includes a UDP checksum in each packet.  This will protect IPX packets frmo damage while they are traveling through the IP internetwork.



IP Tunneling Requirements

	IP tunneling requires two hosts.  Both hosts have to be capable of encapsulating or 	unencapsulating IPX packets.  



Currently, the following host have this capability:



NetWare servers with the TCP/IP NLMs



Novell's IP TUnnel client driver, a component of the LAN Workspace for DOS 4.0



Schneider & Koch's SK-IPX/IP Gateway



Schneider & Koch's SK-IPX/IP Gateway Client



IP Tunnel Configuration

	Froma configuraton standpoint, the IPX tunnel is no different than any other typical NetWare LAN driver.  Just as you onfigure a NE2000 or Toekn Ring Driver for IPX, you set up tunneling in two steps:



	Load the IP Tunnel



	Bind IPX to the tunnel driver to instruct IPX to route packets over the internet to the 	other end of the tunnel/tunnels.



Loading the IPTUNNEL Driver

	A NetWare server periodically broadcasts messages to spread routing and service information.  Broadcasting messages over an IP internet is not practical.  Instaed, you IPX tunnel transmits information directly to other IPX tunnels, called peers, on the internet.



	You configure your IP tunnel by creating a peer list containing the addresses of the other tunnels on the internet.  When you load the IPTUNNEL driver, you have the option to include the IP address of another tunnel.  If there are multiple tunnels, you need to reload the driver for each peer you want to include on the list.



The command to load the IPTUNNEL driver includes the following options:



	PEER = remote IP address



	The PEER parameter adds a host to the peer list.  Repeat the command if you want to add some more peers.  You can add as many hosts to the peer list as you want to.  However, for every broadcast, your server duplicates and transmits a packet for each peer on the list.  You should try to keep the peer list as small as possible.





Client DOS machines don't need to be in the peer list because they don't need to see the broadcast messages.  If the IP Tunnel is the only router connected to the network, the PEER parameter is not needed.



CHKSUM = [YES|NO]

	Usually, a checksum is in the UDP header to ensure the integrity of your data.  If you want to disable this, set this parameter to "no" (ypu most likely should not disable this).



Local = local IP address

	If the TCP/IP NLM is bound to more than one interface, this option lets you specify which interface is to be used.  By default, the system uses the first interface that was bound to the IP protocal.



PORT = UDP prot number

	This option specifies the UDP port to be used.  Each end of the tunnel must use the same port number.  By default, your NetWare server uses the port 213, this port is the officially assinged port for IPX packets.  Schneider & Koch's SK-IPX/IP products use the UDP prot 59139 for IPX packets.  IF the PEER option specified a host that is a Schneider & Koch's SK-IPX/IP gateway, specify the port 59139.



SHOW = [YES|NO]

	This controls the display of the current configuration.  If "SHOW=YES", then IPTUNNEL displays the local IP address, the port, the peer list, and whether or not the checksums are enabled.



Binding IPX to the IPTUNNEL driver

	After you load the IPTUNNEL driver, you should bind the IPX protocal to it.  Do this the exact same way you bind IPX to any other LAN driver.  You only need to specify the network address.

	Example:

		BIND IPX TO IPTUNNEL NET = 45001





Configuring the DOS Client

	LAN Workspace for DOS 4.0 includes an IP tunnel driver that encapsuates IPX packets within TCP/IP.  To use the feature, you:

	Edit the configuration



	Execute the IPTUNNEL utility





NET.CFG

	NET.CFG file contains configuration parameters for the DOS workstation.  It also maps transport protocols to LAN drivers.  The LAN Workspace IP Tunnel has the following NET.CFG parameters:

	GATEWAY



	CHECKSUM



	PORT



Below are some of the parameters you use when loading the IPTUNNEL driver on your NetWare TCP/IP server.  Your NET.CFG DOS file should look similar to this:

NET.CFG

	Link Support

		Buffers 8 1568

		MemPool 4096

	Protocol IPX

	   Bind		IPTUNNEL



	Protocol TCPIP

	   Bind		NE2000

	   ip_address		129.47.6.84

	   ip_router	 	129.47.4.254

	   ip_netmask		255.255.252.0



	Link Driver IPTUNNEL

	   gateway		140.24.56.1

	   port			213

	   checksum		yes



	Link Driver NE2000

	   INT #1 3

	   PORT #1 300

	   Frame Ethernet_II



IPTUNNEL.EXE

	The LAN Workspace for DOS IP Tunnel utility is in the directory \XLN\BIN40.  Execute the DOS IP tunnel with the following command:

	IPTUNNEL

To log into the NetWare server, execute the follwoing commands:

	LSL		Load the Link Support Layer interface

	NE2000	Load the appropriate LAN driver

	TCPIP	Load TCP/IP

	IPTUNNEL	Load the IP tunnel

	IPXODI	Load IPX

	NET3		Load the NetWare shell




